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CONJOINT MEETS Al

PETER KURZ
STEFAN BINNER
BMS MARKETING RESEARCH + STRATEGY

MOTIVATION FOR THIS PAPER

Artificial Intelligence (Al) and Artificial Neural Networks (ANNs) are the “talk of the
town”! Most Al applications are located in the area of pattern recognition and big data.
However, ANNs have also been used in the area of choice behavior in order to identify
preference models (e.g., Bishop, 1995). Examples from the field of market research include
models for price elasticities in FMCG and car ownership (e.g., Hensher & Ton, 2000;
Mohammadian & Miller, 2002) and various other fields. The major advantage of ANNSs is
that they can efficiently recognize patterns in the data without being explicitly programmed
as to where to look. This key feature of ANNSs is called the Universal Approximation
Theorem (Hornik et al., 1989) and describes their capability to approximate any Data
Generating Process (DGP). However, despite the strong pragmatic appeal of ANNSs, they
have been criticized for being too much data-driven and theory-poor, in effect presenting the
analyst with a black box model of the DGP.

As far as we know, past papers are mostly about how ANNs could be used to derive
utility values from conjoint exercises (for example, Belyakov, 2019; Alwosheel, van
Cranenburgh & Chorus, 2017). In these papers the conclusion is that hierarchical Bayes
models perform as well as or better than ANNSs for utility estimation. This is why we
decided not to look into ANNs for estimation any more deeply, at least for the moment. New
developments in the area of ANNs may change this situation in the future and it may
become worthwhile to look into the utility estimation topic once more, but in the meantime
HB does an excellent job!

The situation is different in the area of experimental design for Choice-Based Conjoint
experiments, especially when alternative-specific designs are needed. We haven’t found any
literature so far that deals with ANNs and experimental designs. This is the reason why we
want to further explore this topic. This is especially true because we encounter weaknesses
in everyday work, mostly in the area of generating acceptable experimental designs for
complex choice experiments. Calculating a statistically perfect design is an NP-hard
problem.!

In day-to-day research work, client studies get more and more demanding, the numbers
of attributes and levels are constantly increasing, and sample sizes get smaller and smaller.
Therefore, in many cases it is not easy to find good experimental designs with the
commonly used algorithms. Necessary restrictions and prohibitions on attribute levels
(levels that can’t be shown together) often push the limits in finding an appropriate design.
Furthermore, most of the experimental designs used in day-to-day research were developed

1 NP-hardness (non-deterministic polynomial-time hardness), in computational complexity theory, is the defining property of a class of problems
that are informally “at least as hard as the hardest problems in NP.” This usually means that we can’t solve the problem with brute-force
algorithms because these would need almost endless time to run, except for trivially small cases.


https://en.wikipedia.org/wiki/NP_(complexity)
https://en.wikipedia.org/wiki/Computational_complexity_theory

to optimize aggregate models of choice behavior (MNL) and are not optimized to estimate
heterogeneity in the context of hierarchical Bayes estimation.

DESIGN PRINCIPLES

Designs that are theoretically efficient usually have undesirable empirical properties:
level balance, orthogonality, minimal overlap, and some degree of utility balance. A
“perfect” design is completely uncorrelated, all levels appear equal times (preferably all
two- and three-way combinations appear equally as well) and there is minimal (often
meaning no) overlap between the attribute levels shown in one choice task. Such designs are
superior from a statistical point of view, but are sometimes very strange to answer for
respondents, because of implausible combinations. Choice tasks with a larger number of
concepts, where most of the attributes have fewer levels than the number of concepts shown,
often result in two nearly identical concepts due to the goal of reaching level balance. Think,
for instance, of choice tasks where only the price attribute is varying and all other attribute
levels are the same between the concepts. Other choice tasks might show one clearly
superior (“dominant’) product, so that the respondent’s answer is obvious in advance. The
variance of the model parameters estimated from a design depends on the actual parameter
values, but most design algorithms assume equal preference weights in calculating
efficiency (even with unknown preferences, attributes often have a natural ordering such as
“mild,” “moderate,” and “severe,” or a lower price which should be preferred over higher
ones). This is the reason why classical designs often result in dominated pairs, where all the
attribute levels of one alternative are better than the attribute levels of another alternative.
Such choices provide no real preference information, even though they may be included in a
theoretically efficient design.

Some researchers have concluded that a certain amount of utility balance (having
alternatives about equally attractive overall) is needed, both to avoid odd choice tasks and to
enhance efficiency (Huber & Zwerina, 1996). Rich Johnson, Joel Huber, and Bryan Orme
(2005) conducted some practical experiments and showed that while utility balance is
theoretically good, it usually doesn’t result in improvements in empirical studies. This
finding is attributed to the idea that utility balanced designs result in choice tasks with
concepts that are more nearly equal in attractiveness and therefore make the choice tasks
harder for respondents, causing more fatigue and/or random error. Also, creating utility
balance requires prior information; if we are able to create perfect utility balance, we already
know the answers!

We agree with both papers. On the one hand, no utility balance is bad for respondents,
because they may see trivial choice tasks where the answer is clear to everyone. On the
other hand, high utility balance may lead to too-difficult choice tasks. The net conclusion is,
no utility balance at all and too high utility balance are both bad for empirical studies, but
some degree of utility balance does help achieve better designs.

Another frequent concern when building statistically perfect designs is including
implausible attribute combinations. An orthogonal design might include all possible
combinations, including ones that are not possible in reality. Imagine an iPhone with an
Android operating system. Eliminating these implausible combinations results in a design
that is no longer orthogonal or level balanced.



Further problems constructing experimental designs often appear when line-pricing or a
pricing system from the client has to be taken into account. Pricing systems could be such
that if Coke increases in price, line-pricing for other soft drinks of the CocaCola company
(e.g., Sprite) need to increase similarly Or, it might be a rule that a 10% price increase in
sparkling water should mean a 30% increase for energy drinks. Such pre-conditions and
relationships also lead to problems with level balance and orthogonality of the design.

How Do Al AND ANNs WORK?

Taking the topics mentioned above into account, an Al-based design generation process
has to find a nearly perfect experimental design and to minimize the statistical and
measurement error. Such an Al approach should accommodate all practical needs like
prohibitions, excluding implausible combinations and unavailable products, taking pricing
systems into account, and including at least some utility balance to make the choice tasks
more realistic. But, it must do this while giving up as little as possible of the desirable
statistical properties (e.g., orthogonality, level-balance, overlap). From a statistical point of
view, this means that we are looking for design versions in which purely random answers
result in all estimated part-worth values being zero, or nearly so, and therefore an RMSE
being as small as possible (standard errors close to zero). This sounds like more of a
challenge than it actually is, because exactly such requirements are the strengths of ANNS.

What is the starting point for an ANN-based design approach?

e We know the answers to test (simply random answers).

e We know which prohibitions and pricing rules we must take into account.

o Itis relatively easy to generate a large number of synthetic datasets to train our ANN’s.

e We have a clear objective and “loss function”: minimizing the standard errors of the part-
worth coefficients.

Before building an Al tool it’s necessary to decompose the workflow into separate tasks.
Agrawal, Gans & Goldfarb (2018) suggest the use of an “Al canvas” (Figure 1) that helps to
decompose the machine learning problem into tasks:



Figure 1: The Al Canvas

Prediction Judgment @Acﬁon Outcome
. Best possible
Part-worth # of design test design desigFr)I
utilities versions with e.mplrlcally Versions
good fit fieldwork under given
expensive
(exp ) restrictions
<i,> Input @ Training @ Feedback
Design Candidates Group Candidates to Minimize [2ewat|0n
: from ,zero
ANSWers versions

Source: Agrawal, A.; Gans, J.; Goldfarb, A. (2018): Prediction Machines.

The first task is to predict the part-worths, so we need some process within our Al tool
to estimate part-worth utilities. This could be done with the Softmax procedure implemented
in the Keras? Al framework. Softmax is an ANN type that realizes multinominal logit
calculations. The second task, judgment, determines how many good design versions we
find in our input data, based on a maximum loss we will accept from the loss-function
(standard error). The (third) input task involves generating the possible design versions. A
design version is a complete set of choice tasks for one respondent. The candidate design
versions can be produced either by fully random design generation or some specialized
design algorithm. The (fourth) training task involves grouping design versions to make
complete experimental designs that minimize the loss. The (fifth task) feedback loop is
simply minimizing the loss function which means that we want to have part-worths with
standard errors as small as possible. Information on the errors is sent back to the training
task so it can try again to group the design versions into a different complete experimental
design that results in a smaller loss. The (sixth task) outcome of this Al tool is the best
possible experimental design (or at least, one very close to the best) under the given
restrictions.® Finally, the (seventh) action task is to use the design in empirical studies and
compare it to other designs used under similar conditions. Action is the most expensive step
in the Al canvas. All the other steps only need computational power and can be done in the
lab; action must be in the real world.

2 Keras is a Python-based package for neural networks, accessible through R as well.

% What we call a “choice task” is the single question shown to a respondent. The choice task consists of a number of concepts. What we call a
“version” or “design version” is the full set of choice tasks shown to one respondent, typically numbering 8 to 15. The complete experimental
design consists of a defined number of versions, usually 20 to 40.



Since ANNSs can be used to approximate any data generating process due to the universal
approximation theorem, it should not be a problem to find an appropriate design. But, in
order to find this solution ANNs need a large amount of data and a properly defined loss
function. As shown above, we can easily fulfill both requirements: we can generate a large
number of versions and answers and train the ANN to solve the problem by minimizing the
loss function (small standard errors) and identify the optimal experimental design
(combination of different versions) need for a complex choice experiment based on our
mput.

Figure 2: How ANNs Work
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ANNSs can be described as weighted directed graphs (Figure 2), where the nodes (colored
circles) are the “neurons” and the connection lines between the neuron outputs and neuron
inputs can be characterized by the targeted edges with weights (Wyi). Figure 2 is a simplified
example of the real network we used. Our input is much more complex, one neuron for each
attribute level * # of concepts * # number of choice tasks * # of versions needed for the
experimental design + the synthetic answers for each choice task * number of synthetic
respondents. As this is way too complex for an illustration, we show only one neuron for
each attribute in Figure 2. The ANN collects the input signal from the external world in the
form of a vector with binary information. These inputs are then mathematically defined by
the notations x(n) for every n number of inputs, where n is the number of versions.

To make this more concrete, if we have 5 attributes with 3 levels each and 1 with 4
levels, for 19 total levels; 4 concepts per choice task; 12 tasks per version; and 20 versions
desired for the complete design, our input layer would have 19 * 4 * 12 * 20 = 18,240 input
neurons, each receiving a 0 or 1 input depending on whether a particular level applied to a
particular concept in a particular task in a particular version. In addition, with 1,000
synthetic respondents, we would have 4 * 12 * 20 * 1000 input neurons indicating which of
the four concepts were chosen in each task in each version by each simulated respondent.



Each of the inputs is then multiplied by its corresponding weights (these weights are
determined by the training process used by the artificial neural networks to solve a specific
problem). In common terms, these weights represent the intensity of the interconnection
among neurons inside the ANN. All the weighted inputs are summed up inside the ANN
(this could be seen as another artificial layer of neurons).

The ““activation function” of each hidden or output neuron is some transformation of the
weighted sum of the input values. It may be sigmoidal, or linear, or a step function, among
other possibilities, as suggested by the bottom panel of Figure 2. The “softmax” neuron that
implements logit choice is one specialized type of neuron. To understand the architecture of
an ANN, we need to understand what components the neural network contains. A typical
ANN includes a large number of artificial neurons which are units arranged in a series of
layers. Let us take a closer look at the different layers available in an ANN:

Input Layer

The input layers contain those artificial neurons (units) which directly receive input from
the outside world (input data), in our case, the design versions and answers.

Output Layer

The output layers consist of units that react to and reflect the information that is fed into
the ANN. How closely their outputs (for us, part-worths) correspond to the desired ones
(near-zero part-worths) reflects whether the ANN has learned any task well or not.

Hidden Layer

The hidden layers are located between the input layers and the output layers (not
interacting with the outside of the ANN). The only job of a hidden layer is to convert the
input into some meaningful form that the next layer can use in some way.

Most ANNs are completely interconnected, which means that all neurons in one layer are
connected to all neurons in the next layer, leaving nothing unconnected. This allows a
complete learning process. Learning occurs when the weights inside the ANN get updated
after each new iteration.

In order to generate the input for training the ANNs we developed R code that generates
large numbers of versions which are used as input for the first layer. The code generates
versions based on a modula operation, by simply cycling thru all attribute-level
combinations. In a second step the code deletes any tasks that fail any of our defined
conditions: prohibitions, implausible combinations between concepts, violation of line-
pricing, non-conformity with the needed pricing systems, violation of the desired amount of
utility balance, and so on. To ensure that we produce enough possible versions, we use an
oversampling strategy to bring in more versions with attribute-level combinations that are
“relatively rare” because of the various restrictive conditions. We run these R scripts until
we reach a large number of possible versions (typically a million or so) and then use those
possible versions as input for the ANN.

The second part of the training data is the answers to the choice tasks. We simply
generate random choices of concepts in each choice task. It is crucial to use a perfect



random distribution and avoid all positional effects. However, if the eventual real-world
experiment will include a None option, it is important to define a realistic frequency of
None answers and include them in the training data. Otherwise it is not possible to estimate
the effect of None answers in the design, meaning that the efficiency will always be
overestimated because of the assumption that all choice tasks will be answered on a forced-
choice basis. Therefore, it is essential to have good estimates of real-world answering
behavior, which is not always easy.

In order to train our ANNs we generated 1,000 synthetic respondents each answering all
15-20 choice tasks of a version. We replicated this for all of our 1,000,000 “design versions”
that are used to build up the ANN. This procedure gave us sufficient information to estimate
part-worth utilities at aggregate level and to have a large enough set of versions to stabilize
the training of the ANNSs.

Loss Function

A key task is to define the loss function. In the case of Choice-Based Conjoint exercises,
it is simply the deviation from zero of the estimated part-worth utilities. The training process
iteratively generates weights for the ANN layers which minimize the deviation from zero for
the estimated part-worth utilities. As we want no single biased attribute levels, we minimize
the deviation for all single attribute levels (parameters to estimate), so that we result in a
loss-function combining the overall standard error and the standard error for each single
parameter.

The proportion of the two components (overall and individual standard error) can either
be a fixed ratio (as we have used in the example 70:30) or varied due to an optimization
function (which introduces another layer). If we can get exact “zero”-values for all part-
worth estimates, the design fulfills all design considerations. Deviations from zero cause or
reflect weaknesses in at least one of the design considerations. Most often, orthogonality is
violated (attribute levels are correlated). However, we know from the literature it is
acceptable to give up some orthogonality in order to derive useful designs, especially when
estimating multinomial logit models. Nevertheless, the better we meet the design
considerations, the better our empirical study results.

For experimental designs where it is possible to fulfill all design considerations (it is
often not possible, due to prohibitions that prevent orthogonality, for example), we can
prove that ANNSs are able to minimize the loss function to exactly zero values for all
estimates.

Training of the ANNs

Finally, we have to train the ANNs. Our experiment with different ANN strategies
showed best results, if we train two ANNs: ANNI1 for the experimental design that best fits
at the aggregate level and ANN2 to optimize the resulting experimental designs for
individual utility estimation.

For ANN1 we use the randomly generated versions and random answers to the choice
tasks in them as input. Then we train the layers to find the optimal experimental design to
estimate the aggregate MNL. This is done using a standard way of training ANNSs called
“backpropagation,” an iterative process that adjusts the weights of the neurons to minimize



the loss. After convergence is reached, ANNI is able to produce the best experimental
design possible, for later field work. For the complete experimental design we use a
sufficient number of versions, so that different respondents see different sets of choice tasks.
From our experience we usually end up with 20 to 40 different versions for a complete
experimental design that is optimal for fielding. Up to this point, the design is only tested on
an aggregate level, meaning we have used aggregate logit models to define the loss function
being minimized.

Figure 3: ANN1 — Design Optimized for Aggregate Utility Estimation
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ANN?2 is trained to find the best experimental design for individual utility estimation
(via HB) based on a sufficient number of possible experimental designs generated by ANNI.
The input data are now complete experimental designs (the results from ANN1).* These
designs are answered with new randomly generated answers. But at this stage we add some
heterogeneity and eventually response error to the answers and train the ANN2 to minimize
the deviation for each experimental design. To estimate on the individual level, the versions
from each of the experimental designs are answered by 1,000 synthetic respondents, which
are generated according to the assumed heterogeneity. For our training data we used 100
experimental designs, of 20 versions each, generated by ANN1 and answers to each of them
by 1,000 synthetic respondents.

As one can see, in this phase we need assumptions about the real heterogeneity in the
population. In future work we would like to use real data from past studies at this stage to
generate synthetic respondents’ answers, or at least generate answers based on knowledge of
heterogeneity from past studies or markets.

4 To implement the second step we uses a number of possible “nearly optimal”experimental designs from ANN1. Usually we find not just one
perfect experimental design, but a group of possible experimental designs. If we end up with only one one perfect experimental design, we
have to lower the restrictions of the loss-function a little and re-run to get more design options.



Figure 4: Design Optimized for Individual Utility Estimation
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After we have trained the two ANNs, we are able to use the two networks to generate the
best possible design versions for fieldwork. The ANNs have recovered the data-generating
process which lies behind the design versions and the answers.

Bear in mind that the ANNs automatically structure the layers and calculate the weights,
so there is no “programming” needed, the only information we used in the setup is the
difference between versions and answers, and in ANN2 an indicator to which experimental
design the versions belong. However, the resulting ANNs are “black boxes,” so we don’t
have a chance to analyze them and see why some selections are superior to others and why
we end up with those final design versions. This immediately shows the need of empirical
testing on how good the results really are in reality!

SIMULATION RESULTS

We ran hundreds of synthetic datasets to explore how well ANNSs are able to generate
ideal experimental designs when the underlying DGP (known utilities, Gumbel error as in
standard MNL) is known to the analyst. We focus on standard criteria for good experimental
designs like orthogonality, level balanced overlap, and utility balance (see Huber &
Zwerina, 1996).



Table 1: Experiment Factors and Factor Levels

# Factor #Factor levels Factor levels

1 # of parameters 5] 20;40;60;80;120;160

2 # of prohibitions 3] 0; 5,10, 20, 40, &0,

3 Implausible products 5 0,1,5,10, 20,

4 Line-Pricing 2 yes/no

5 Price System 2 yes/no

3] Utility balance 4 no, small, medium, high

There are 2.880 experimental conditions for the 6 experimental factors.
The number reduces slightly, cause some of the conditions could not be combined (for example 20 parameters with 120 prohibitions)

We used 6 experimental factors (Table 1) and varied them with 2 to 6 factor levels. For
each of the combinations we generated experimental designs based on our two-stage ANN
approach and answered them with synthetic respondents. As a comparison, we produced
designs with the SAS Macros (Kuhfeld, 1996) with the same experimental factors and
answered them with the same synthetic respondents. We chose SAS because it is possible to
script the macros in SAS syntax to generate the over 2,000 designs automatically. In this
experimental setting, we know the real utilities of each respondent and can show how well
we reproduce the preferences of the artificial respondents.

To compare our different designs we used the root mean squared error (RMSE) over all
part-worth utilities, the maximum standard error, and the range of the standard errors as
criteria. Table 2 displays the results of this comparison for all experimental factors.

Table 2: Results from Simulation Study

(Factor| | #tofparameters | # of prohibitions
20 40 60 80 120 160 0 5 10 20 40 60
Al 0.00 0.00 0.03 0.18 0.28 0.36 0.00 0.00 0.10 0.13 0.15 0.26
SAS* 0.00 0.00 0.03 0.20 0.32 0.38 0.00 0.00 0.10 0.15 0.17 0.29
Al 0.00 0.05 0.09 0.12 0.19 0.22 0.00 0.01 0.08 0.11 0.20 0.31
SAS* 0.00 0.14 0.17 0.24 0.38 0.73 0.00 0.01 0.14 0.16 0.24 0.68
AI 0.00 0.02 0.05 0.08 0.13 0.17 0.00 0.01 0.04 0.06 0.10 0.16
0.00 0.05 0.09 0.15 0.22 0.39 0.00 0.01 0.09 0.11 0.18 0.41
Factor . # implausible products Line Pricing $ utility balance
no yes no yes no small medium large
Al 0.00 0.01 0.06 0.17 0.27 0.00 0.07 0.00 0.09 0.00 0.07 0.09 0.24
SAS* 0.00 0.03 0.08 0.24 0.32 0.00 0.09 0.00
Al 0.00 0.06 0.13 0.20 0.25 0.00 0.07 0.00 0.27 0.00 0.07 0.18 0.21
SAS* 0.00 0.09 0.13 0.25 0.35 0.00 0.13 0.00
Al 0.00 0.05 0.07 0.10 0.16 0.00 0.05 0.00 0.19 0.00 0.04 0.10 021
SAS* 0.00 0.07 0.08 0.16 0.22 0.00 0.84 0.00




The differences between Al and SAS become larger the more complex the designs are:
the more prohibitions and implausibilities that have to be taken into account, the better the
ANN-based versions perform compared to the SAS designs. Furthermore, we can see that a
high degree of utility balance harms the designs. This finding is in line with the literature: a
small amount of utility balance is OK, but higher utility balance makes the designs worse.
Note: in the case of synthetic data, the problem with utility balance is not respondent burden
or error. With higher utility balance we simply produce larger deviations from orthogonality,
and for complex designs with lots of prohibitions we also violate level balance. In the real
world, it’s likely that respondents answering behavior and higher burden, as Rich Johnson
encountered in his studies, eventually add further to these errors.

The same pattern can be seen in hit rates and shares. The Al-based designs always have
lower RMSE than the classical SAS-based designs. For the synthetic data, we can conclude
that the black-box works and the ANNSs are well-trained to produce appropriate designs and
can handle much more complex design restrictions, compared to designs based on the
classical algorithms (the SAS designs). The results for hit rates show that the ANN-based
designs are better at capturing heterogeneity than the classical designs. This leads to the
conclusion that the training effort for the second ANN pays off.

EMPIRICAL STUDIES

For empirical testing of ANN performance with real data we conducted two studies with
split cell designs: one study about orange juice and one about chocolate bars. In each study,
one cell used ANN-based designs, and the other used designs from the SAS macros.

The orange juice study was conducted in Germany in December 2018 and January 2019
with respondents who bought orange juice in the last month, aged between 16 and 65 years.
The sample was n=1,010 and n=1,005 for the two design splits. The objective of this study
was to optimize the bottle type, the quality of juice, and the packaging artwork, and to get
insights into the impact of quality labels like “organic” or “fair trade” (Figure 5). The design
complexity comes from the problem that not all brands can produce all package types or all
different qualities. Depending on the quality and pack type, not all prices could appear with
all juices.



Figure 5: Choice Tasks from the Orange Juice Study
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The second study, on chocolate bars, was also conducted in Germany, in August 2018
and July 2019 with two samples of 605 and 608 category buyers (at least once in the last
month) and aged between 16 and 65 years. The objective of this exercise was to optimize
the assortment and pricing, add new flavors to the market, and have an optimal
differentiation from what the competitors offer. The design complexity was caused by the
fact that not all brands can offer all flavors, some brands use very special ingredients that are
branded and cannot be used by other brands, and some brands produce special chocolate
variants with special cacao that cannot be shown with other brands. In addition, the
assortment size is very different between the competitors and some ingredients are much
more expensive than others (Figure 6).

Figure 6: Choice Tasks from the Chocolate Bar Study
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We expected that if we generated the experimental designs for the two studies with the
ANN-based approach, it would be possible to improve level balance for one-way and two-
way frequencies, as well as orthogonality. Furthermore, we used the ANN2 to add some
utility balance for the price attribute, so that lower prices for the same type of chocolate bars
are preferred. Due to the limited number of empirical test cells we weren’t able to test
whether a specific amount of level overlap and/or adding special tasks to estimate
interaction effects would pay off. However, ANNs could easily address such criteria.

First, we compared the designs for the two studies, again with purely random answers.
With this initial test we could show that the Al-based designs have a smaller RMSE, smaller
standard deviation and smaller standard errors. Even though our ANNs were not trained to
optimize D-efficiency, they beat the SAS designs in the area of their strength, D-efficiency,
as well (Table 3).

Table 3: Comparison of the Two Design Approaches

Part-Worth-Utilities Estimated from Random Answers:

1.085 -0.087 0.097 0.032 82.53

1: Orange Juice
Al 0.953 0.000 0.013 0.005 83.45
»: Chocolate SAS 1.146 -0.078 0.125 0.048 83.01
Bz Al 0.741 -0.008 0.072 0.010 84.71

Orange Juice Germany 2018/19; n=1010/1005; Chocolate bar 2018/2019; n=605/608

In the orange juice study, we added additional feedback questions about respondents’
experience when doing the exercise. In Table 4, we can see slight improvements in
likeability, but even higher gains for the Al-based designs concerning the realism of the
exercise compared to a real shopping trip. But more important is the dramatic increase in the
number of choice tasks where respondents can make a choice, because they see a product
that they would really like to buy. A real advantage of the ANN-based designs is the number
of meaningful choice alternatives for respondents. Answers of respondents should be more
realistic and meaningful if they really see products they want to buy and don’t have to
choose products they would never really consider buying in most of the tasks.



Table 4: Results from the Feedback Questions, “Orange Juice” Study

Overall Likeability Extremely/very well done 19% 24%
Look & Feel Like it 89% 90%
Seems like a real shopping trip 10% 29%
Realistic
Comes close to a shopping trip 26% 38%
In nearly all 2% 12%
Do you see an orange
.. ! ;i g In a large number 21% 53%
juice in most of choice
tasks that you would like In about 50% 319 15%
to buy?
In less than half 46% 20%
N= 1005 N=1010

Orange Juice study Germany 2018/19; n=1010/1005

A second finding is that the importances of the attributes are different between the two
design strategies. In Figure 7, we can clearly see that, especially if prohibitions are used,
design weaknesses influence the attribute importance. In the orange juice case, the
prohibitions on labeling and different bottles affect the importance of the price parameter. In
the chocolate bar study, the different amount of level balance, especially for the filling

attribute, causes large differences in the importance of

these attributes.

Figure 7: Attribute Importances from the Two Studies by the Two Design Strategies
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Orange Juice Germany 2018/19; n=1010/1005; Chocolate bar 2018/2019; n=605/608

The comparison of in-sample hit rates is based on 6 selected random tasks (estimating

the utilities 6 times by leaving one single random task

out in each estimation). The result

clearly showed that the hit rates on all holdout tasks are always better with the ANN-based



versions (Table 5). The better handling of prohibitions and implausible combinations, which
results in better level balance, seems to pay off.

Table 5: Comparison of Within-Sample Hit Rates by Study and Design

A & [y A

Randc oldo 68.9% 59.8% 69.3% 59.8%
Rando pldo 55.4% 54.8% 675% 512%
Randac o [s[s 58.5% 51.9% 56.5% 51.2%
Rando pldo /] 55.4% 51.7% 57.3% 52.2%
Randac oldc 57.9% 54.4% 60.5% 44.4%
Randa pldo 0 59.6% 52.6% 64.2% 48.0%

Orange Juice Germany 2018/19; n=1010/1005; Chocolate bar 2018/2019; n=605/608

Looking deeper into level balance, we see that the deviation of one-way frequencies is
larger for the SAS-based designs. Table 6 shows that the SAS-based designs always have a
larger difference in the one-way frequencies of levels shown in one design version to the
respondents. The superior level balance is one reason why Al designs are always a little
better.

Table 6: Selected One-Way Frequencies from the Chocolate Bar Study

Selected levels of Attribute “Brand”: Attribute “Chocolate Type:

shown

: 712 80-91 34-51
L 19:26 615 511 18
12-19 3-13 4.9 1-6
3-6 1-6
Attribute “Contains Fruit” Selected Level of Attribute “Filling”
M““ mm“

FI'UIt coffee

e10 7 > L7
4-8 1-6 | Marzipan | BPREl 1-6
____None _JECERIS 43-54 8-20 1-9

Chocolate bar study 2018/2019; n=605/608




Much more impressive are the differences in the two-way frequency tables (Table 7). For
example, the attribute level “milk chocolate™ is highly correlated with brands in the SAS
design (only 15 views for Lindt, 554 for Milka). The Al-based designs do a much better job
of achieving pairwise-level balance. Prohibitions of combinations didn’t affect the ANN
design generation nearly as much as they affect the classical approaches.

Table 7: Two-Way Frequencies of Selected Attributes from the Chocolate Bar Study

Example: Selected level of “Brand” by Attribute “Chocolate Type:

Type shown

Brand shown

553 546 54 80
15 239 409 237 183 124 5 21
554 554 61 117 2z 43
484 503 5 62 2 14 116 47
188 351 242 153 177 122

Chocolate bar study 2018/2019; n=605/608

For the chocolate bar study, we have real market data available and therefore we could
do some out-of-sample predictions. We compared the base case share of choice for both
designs with the market shares from the German chocolate market (Table 8).

Table 8: Error Measures® for Share of Choice for the Two Empirical Studies

_ SAS 0.781 0.963 0.984 3.312 0.329
Study 1:
CuEe Lulies Al 0.642 0.524 0.726 2.491 0.242
Study 2: SAS 1.194 0.013 0.116 1.291 0.161
Chocolade
Bars Al 1.069 0.002 0.005 0.831 0.101

Orange Juice Germany 2018/19; n=1010/1005; Chocolate bar 2018/2019; n=605/608

All error measures are slightly better for the results based on the Al designs. Measures
like RMSE or MAPE that penalize larger deviations more than smaller ones especially show
that the Al designs are superior to the classical ones. Both in-sample and out-of-sample
results are better for the ANN-based design versions.

5 All error measures are better when lower. MAE is mean absolute error. MSE is mean squared error (a variance-like measure that weights larger
prediction errors more heavily than small ones). RMSE is root mean squared error, the square root of MSE and standard deviation-like. RMSE
penalizes larger prediction errors more strongly but finally reports the average prediction error in the dimension of the original measurement
units. MAPE is mean absolute percentage error (error as a percentage of the true value). RAE is relative absolute error, the ratio of an RMSE-
like measure to the same measure for a naive equal-probability model.



FINDINGS

As expected, the Al-based designs fit perfectly to the assumptions we included in our
candidate generating process. In other words, the Al recovered the DGP. Prohibitions,
implausible products, ordered attributes, assumptions about utilities, and pricing strategies
were better accommodated better in the Al design versions. Overall, RMSEs, SDs, part-
worth estimates, one-way and two-way frequencies, as well as D-efficiency are all closer to
optimal designs in the Al-based approach than in the SAS-developed designs.

Adding a large amount of utility balance harmed the designs. Rich Johnson was right, we
do not always gain an advantage by forcing utility balance in empirical data.

Small to medium amounts of utility balance (especially for ordinal attributes and price)
results in better designs and showed no disadvantages on respondent burden and fatigue
answering behavior.

From our two empirical studies we can conclude that there are differences in the
estimated part-worth utility depending on the design generation technique. Al-based design
techniques appear to deliver more stable and better results, although two empirical studies
are not enough to conclude that they are always superior. We can see in our two examples
that Al-based designs were superior in all tested measures. We see more valid results in case
of attribute importance (proof of which is only possible in simulation studies) and more face
validity, at least, for attribute importance in the empirical studies. Shares of choice (both
simulated and in empirical studies) are closer to reality and have smaller errors. In our
empirical studies we saw that the within-sample hit rates were higher when using Al-based
choice tasks. In our second empirical study we saw that out-of-sample error between real
market and predicted-share was slightly reduced with the ANN-based designs.®

In general, we can conclude that the Universal Approximation Theorem from ANN
theory can be applied in the context of experimental design for Choice-Based Conjoint
studies, meaning the ANNs are able to identify the DGP and come up with stable design
versions. Although predictions generated by deep learning and many other Al technologies
appear to be created from a black box, we can say that in our context the black box works
well.

Most studies conducted in the marketing research community are still based on design
algorithms which were developed for aggregate models. We have presented here a new
technique which is able to generate optimized experimental designs for individual-level
estimates.

FUTURE WORK

We need further investigations based on more empirical studies with out-of-sample data.
We also need more work on what happens if we include wrong assumptions (such as too
much utility balance)! So far, we can only suggest being careful when defining your
assumptions for the candidates. We don’t really know what happens if the assumptions
about utility balance are wrong.

® No data on real market share was available for the first empirical study.



A major potential step forward is the possibility of including “revealed preference” (past
respondents’ data) in the training of the ANNs to derive better designs for individual
parameter estimates. If we have information from past choice models or panel data, we can
train the second ANN with answers that have the same heterogeneity, same class
memberships, and same utility structure as the revealed preference data. The trained ANN
could then produce optimal deigns for fitting exactly to the actual respondent heterogeneity.
ANN-generated designs based on past data could result in better input for pseudo-individual
utility estimation (ability to capture more heterogeneity) by optimizing these designs for
individual-level estimates.

If no past data are available, we can try, instead of using simple random answers,
incorporating different answering routines in the computation, to come closer to real
respondent answering behavior and the structure of real datasets, for use in the training
phase of the ANNs.

As the proportion of None answers influences the results, we need further investigation
of what happens if we assume a too large or too small None share in the training phase.
Additional backpropagation loops to investigate the influence of None answers on the
design during the training should be implemented and tested.

Peter Kurz Stefan Binner
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