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The authors conduct an extensive simulation study to substantially contribute to the question
how HB prior parameter settings (i.e. the prior variance and the prior degrees of freedom) affect
the performance of HB-CBC models. The statistical performance of HB is evaluated under experimentally varying conditions based on six experimental factors using criteria for goodness-offit, parameter recovery and predictive accuracy. The results indicate that the prior degrees of
freedom play a negligible role as there is not any noticeable impact on the performance of HB
when varying that factor. For increasing prior variance levels overfitting problems occur that
markedly affect parameter recovery and model fit, and a number of related interaction effects
with regard to the settings for the prior variance can be observed both at the upper and lower
level of the HB model. Perhaps the most striking finding however is that the predictive performance of HB-CBC is hardly affected by an increase of the prior variance. Many of our findings
regarding the parameter settings of the inverse Wishart prior contrast those reported in previously proposed empirical studies.

1. Introduction
Since the seminal papers of Allenby et al. (1995), Allenby and Ginter (1995), and Lenk et al. (1996) Hierarchical Bayes (HB) has
become the standard technique to estimate individual part-worth utilities for Choice-Based Conjoint (CBC) data. HB models belong to
the class of sample level models that account for (at least a certain level of) heterogeneity of individual respondents while using the
complete sample of respondents for parameter estimation (e.g., Train, 2003). Early approaches using separate models per respondent
to address heterogeneity in individual respondents' choice behavior were proposed by Beggs et al. (1981), and Chapman (1984).
These early approaches rely on the ranking of choice data from a small number of choice tasks but may suffer from convergence
problems. Later, Louviere et al. (2008) presented a weighted least squares regression approach for sequences of best-worst choices
from multiple choice tasks to fit models to individuals’ choice data (for more details on these approaches, see Dumont et al., 2015).
Because unordered (first) choice data, as collected in most CBC studies, provide still less information compared to ranked or bestworst choice data, CBC models were traditionally estimated at aggregate respondent level, either by pooling across all individuals or
by estimating part-worths at the group (segment) level.
With the use of HB it is nowadays possible to recover respondents' heterogeneous preferences from unordered choice data,
thereby solving the limited data problem at the individual level. The key strength of HB is its ability to provide individual part-worth
estimates given only relatively few observations per respondent. Even when there are more parameters than observations, HB stably
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estimates individual part-worths (Lenk et al., 1996; Lenk and Orme, 2009). However, HB inference requires prior beliefs about the
unknown part-worths (e.g. based on logic, theories, experts, or past analyses). These prior beliefs are represented by a probability
distribution, also called prior distribution. According to the Bayes theorem, Bayesian estimators combine the prior information about
the part-worths with information contained in the choice data to arrive at the posterior distributions of the parameters (Allenby et al.,
1995; Lenk et al., 1996; Train, 2003; Rossi and Allenby, 2003; Rossi et al., 2005; Rao, 2014). In the Hierarchical Bayes model, the
prior is specified in a two-stages process. The multivariate normal distribution is typically used as probability distribution (first-stage
prior) with a vector of means (population mean) and a covariance matrix that captures the extent of heterogeneity (as well as the
correlation between the part-worths) across individuals. In a second step, HB also captures uncertainty on the parameters of the prior
distribution by treating them as random variables. Therefore, to estimate the population mean and the covariance matrix of the prior
distribution, hyperprior distributions (second-stage priors) have to be specified. In the frequently used “normal model” it is common
to assume that the prior on the population mean is normal and the prior on the covariance matrix is inverse Wishart distributed as
these are conditionally conjugate priors that render some mathematical simplicity (e.g. the posterior distribution of the covariance
matrix is inverse Wishart as well) (Allenby and Rossi, 1999; Barnard et al., 2000; Rossi and Allenby, 2003; Rossi et al., 2005).
Normally, noninformative second-stage priors are chosen that are very diffuse and nearly flat. For the inverse Wishart distribution
two parameters have to be specified: the number of degrees of freedom and the scale matrix also referred to as prior covariance
matrix. The prior covariance matrix can be interpreted as to determine the position of the inverse Wishart distribution in the
parameter space, and the prior degrees of freedom determine the strength (confidence level) of the prior beliefs for the prior covariance matrix (Train, 2003; Rossi et al., 2005; Bouriga and Féron, 2013; Hsu et al., 2012; Chung et al., 2015). The tightness of the
inverse Wishart prior plays an important role in determining the amount of shrinkage of the individual part-worths toward the
population mean. The inverse Wishart prior becomes more diffuse with smaller values of the degrees of freedom and larger elements
of the covariance matrix which results in less shrinkage. On the other hand, if the prior is set to be more informative by increasing the
degrees of freedom and decreasing the elements of the covariance matrix, there will be more shrinkage permitting less heterogeneity
across individuals (Barnard et al., 2000; Train, 2003; Rossi et al., 2005; Dumont et al., 2015). Hence, how much the individual partworth estimates are influenced by the aggregate (population) level strongly depends on the settings of the HB prior degrees of
freedom and the prior covariance matrix. For example, with sparse data sets (i.e. only few observations per respondent and many
parameters to estimate), it may be reasonable to have a higher degree of shrinkage permitting less heterogeneity across individuals in
order to get more robust individual part-worth estimates (Orme, 2003; Lenk and Orme, 2009). To the extent that a lot of individual
information is available with only few parameters to estimate, more weight can be given on fitting each individual's choice data.
However, allowing respondents to be very heterogeneous also increases the risk of overfitting at the individual level (Orme, 2003;
Dumont et al., 2015). Thus, the choice of the HB prior settings should be well considered as the prior specification can have a large
influence on Bayesian estimates.
In this paper, the objective is to investigate the impact of different prior settings for the inverse Wishart distribution (i.e. the prior
degrees of freedom and the prior covariance matrix) on the performance of HB-CBC models. Since practitioners often use the default
settings in standard software, we designed a simulation study using synthetic choice-based conjoint data to examine how changing
the prior settings up or down from the default affects the results. Especially, we investigate the influence of the HB priors by
systematically varying experimental factors, such as the number of respondents, the number of choice tasks, and the number of
parameters to be estimated. It has been shown that the inverse Wishart prior has some undesirable properties (e.g. Akinc and
Vandebroek, 2018; Alvarez et al., 2014; Hsu et al., 2012; Lenk and Orme, 2009): There is only a single degrees of freedom parameter
for all components of the covariance matrix. Thus, there is no flexibility to use different prior distributions for each covariance matrix
element. Second, there is a strong dependency among the components of the covariance matrix, e.g. small variances are associated
with correlations near zero and larger variances are associated with extremely large correlations. Further, since the prior for the
variances (which is a scaled inverse χ2 distribution) has a “dead zone” near zero where the density becomes very small, the inverse
Wishart prior will cause a bias toward larger variances if the true variance (sample heterogeneity) is quite small. Nevertheless,
although alternative prior specifications have been proposed in the literature (e.g. Barnard et al., 2000; Hsu et al., 2012; Bouriga and
Féron, 2013; Alvarez et al., 2014) the inverse Wishart distribution is the dominant prior specification for the covariance matrix in
practice, which can be attributed to its conditionally conjugate property (Barnard et al., 2000). Here, as outlined next, most previous
research has concentrated on prior settings in the context of sparse CBC data sets. A comparison of the inverse Wishart distribution to
other prior distributions for the covariance matrix is left for future research.1
Pinnell and Fridley (2001) conducted a meta-analysis of nine partial profil CBC data sets in order to compare the predictive
validity of HB to the aggregate logit model in terms of holdout hit rates. Results showed that for some data sets HB performed poorly
and was outperformed by the aggregate logit model. Orme (2003) re-analyzed the partial-profile CBC data sets examined by Pinnell
and Fridley (2001) and found that the default prior settings in the software used for HB estimation were suboptimal for sparse partialprofile CBC data sets leading to overfitting at the individual level (and thereby worsening the predictive performance in holdouts).
Orme (2003) could show that results improved when adjusting the prior variance and the prior degrees of freedom parameters in a
way that there was a stronger HB smoothing toward the population mean. Thus, the author pointed out that under extreme conditions, e.g. estimating many parameters from sparse CBC data, the performance of HB is dependent on the proper specification of the
prior settings.
Further, Lenk and Orme (2009) discussed the effect of priors for variances and covariance matrices when data are sparse. The
1
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authors showed that informative priors can improve the estimation for sparse data sets, while the use of noninformative priors can
result in unexpected and misleading results. In particular, the authors discussed methods to specify an informative prior in the case of
the inverse gamma distribution that is commonly used as a prior for variances. Further, they proposed a more flexible alternative to
the inverse Wishart distribution for the covariance matrix of the multivariate normal distribution allowing separate degrees of
freedom parameters for the variances. With regard to CBC studies the authors showed that when using the default prior covariance
matrix for the inverse Wishart distribution (a constant times the identity matrix, zero covariances) the estimation of the omitted
(reference) attribute level under effects coding is biased, especially for sparse data. The effects coding of categorical attributes leads
to a larger prior variance for the omitted attribute levels which results in a greater variation in the Bayesian estimates. Therefore, the
authors proposed a non-diagonal prior covariance matrix with an appropriate amount of correlation of the levels within an attribute.2
This “effects prior” leads to a symmetrical treatment of all levels within an attribute so that the results are invariant to the choice of
the omitted (reference) level.
McCullough (2009) focused on comparisons between latent class CBC and HB choice-based conjoint models applied to sparse realworld data sets. In addition, the aggregate logit model served as a benchmark. In particular, three data sets were analyzed (not sparse,
sparse with a large sample, sparse with a small sample). The performance of default as well as advanced forms of HB and latent class
was compared by using the hit rate and mean absolute error (MAE) with regard to random and holdout tasks as well as in terms of the
average holdout variance ratio. For utility estimation with HB, default prior settings as well as adjusted priors were used. The priors
were adjusted to either maximize the hit rate or minimize the MAE of holdout tasks. A grid search was used to find the optimal
combination of prior variance and prior degrees of freedom. The results showed that both latent class and HB models performed
similar well in default and more advanced forms. Further, McCullough (2009) could show that for sparse data sets holdout hit rates
improved when adjusted HB priors were used instead of default HB prior settings.
Recently, Orme and Williams (2016) conducted a meta-analysis of about 50 commercial CBC data sets (as well as data sets based
on best-worst scaling) in order to find the optimal HB prior settings that on the one hand avoid overfitting and on the other hand
capture proper heterogeneity for the sample. The authors used a grid search approach to estimate HB utilities under different settings
for the prior variance and the prior degrees of freedom. Optimal priors for different choice data sets were assessed based on holdout
hit rates. Further, the hit rate at the default priors was compared to the hit rate at the optimal prior settings. Results showed that the
optimal prior variance for CBC data sets ranges from 0.1 to 1.6 and depends on the data set characteristics (e.g. number of attributes).
Further, results indicated that there is a general tendency that as the number of attributes in CBC studies increases, the optimal
variance tends to decrease and vice versa. In addition, the authors suggested making the degrees of freedom depending on the sample
size, i.e. increasing the degrees of freedom with a larger sample size.
Table 1 summarizes the main characteristics and findings of the studies discussed above. Nearly all studies concentrated on how
priors should be set in the context of sparse CBC data sets. Sparse data sets refer to partial profil designs where only a subset of the
total number of attributes within each choice task is shown, or to a small number of choice tasks per respondent relatively to the
number of parameters to estimate. Only one study was conducted to find optimal HB prior settings and except for Lenk and Orme
(2009) who proposed a non-diagonal covariance matrix for the inverse Wishart distribution to correct for estimation biases with
respect to omitted attribute levels all studies used empirical data. To the best of our knowledge no study has yet explored the effects
of both the prior degrees of freedom and the prior covariance matrix settings (as well as related interaction effects concerning the two
settings) on the posterior Bayesian estimates on the basis of simulated CBC data. Following previous studies we also generate sparse
data sets in our simulation study. For example, we consider experimental conditions that contain a rather large number of parameters
to be estimated (up to 56 individual-level parameters) with a minimum number of only 8 choice tasks per respondent (as can be seen
in Table 2). Further, the previous studies focused on predictive validity measures. In our simulation study we additionally assess the
performance of HB-CBC using goodness-of-fit (as indicator of model overfitting) and parameter recovery measures. Parameter recovery is important as parameters relate to values of product attributes and management wants to find good or optimal attribute
levels for their products.
The objective of the present study is to substantially contribute to the question how HB prior parameter settings affect the
performance of HB-CBC models. We therefore provide an extensive simulation study based on synthetic choice-based conjoint data.
The statistical performance of HB is evaluated under experimentally varying conditions (based on 6 experimental factors) using
criteria for goodness-of-fit, parameter recovery and predictive accuracy. Analyses of variance (ANOVAs) are conducted to assess the
impact of the experimental factors on the measures of performance. The article proceeds as follows. In the next section, we describe
the Hierarchical Bayesian approach focusing in particular on the parameters of the inverse Wishart prior. Then, we describe the
design of the simulation study. In particular, we introduce the factors that were experimentally varied, explain the data generation
process, and propose the statistical criteria used for evaluating the performance of HB-CBC models. Subsequently, we present the
results of our simulation study. Finally, we discuss implications and provide an outlook on future research perspectives.
2. Theoretical framework
The HB random-effects model is characterized by a hierarchical structure that allows the estimation of individual-level parameters
using both information from the probability distribution of all individuals and each individual's choice data.
At the individual level (lower level) of the hierarchical structure the probability of each individual's choice is modeled by a
2
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Data Basis
Empirical
Synthetic data and an empirical
example to illustrate the benefit of
a non-diagonal prior covariance
matrix (effects prior)
Empirical

Empirical

Study

Pinnell and Fridley (2001); Orme (2003)

Lenk and Orme (2009)

McCullough (2009)

Orme and Williams (2016)

Table 1
Previous studies related to parameter settings of the inverse Wishart prior.
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50 CBC data sets (mostly full
profile) as well as data sets based
on best-worst scaling

3 CBC data sets (full profile,
alternative-specific, and partial
profile)

CBC full profile with qualitative
attributes and effects coding

9 partial profile CBC data sets

Choice Design

MAE and hit rate based on
fixed (holdout tasks) and
random tasks, Average Holdout
Variance Ratio
Hit rate based on random
holdout tasks

True utilities vs. estimated
utilities, true choice shares vs.
estimated choice shares

Hit rate based on random
holdout tasks

Performance Measures

Default prior settings are suboptimal for sparse
partial profile CBC data sets leading to overfitting
at the individual level
Standard specification of the prior covariance
matrix can lead to misleading results, especially
with sparse data (i.e. if the number of tasks per
respondent is small); as a solution the authors
propose an effects-coding prior
For sparse data (i.e. large number of attributes and
levels, partial or alternative-specific design)
holdout hit rates improved when using adjusted HB
priors
Optimal HB prior settings depend on data set
characteristics; the optimal prior variance for CBC
data sets ranges from 0.1 to 1.6; general
conclusions: setting degrees of freedom dependent
on sample size and prior variance dependent on
number of attributes
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Table 2
Experimental factors and factor levels.
Factor

# Factor levels

Factor levels

1.
2.
3.
4.
5.
6.

4
3
3
2
3
3

0.1, 1, 10, 100
5, 25, 50
100, 500, 1000
6, 14
8, 16, 32
0.1, 1, 10

Prior variance
Prior degrees of freedom
Number of respondents
Number of attributes
Number of choice tasks (excl. 1 holdout task)
Sample heterogeneity

multinomial logit (MNL) model. The MNL model is based on the assumption that error terms are independently and identically
Gumbel-distributed, and can be expressed as:

Pn (j ) =

exp(µ n x j )
J
j=1

exp(µ n xj )

,

(1)

where Pn (j ) is the probability that the n-th respondent chooses the j'-th alternative in a particular choice task, n represents the vector
of part-worths for the n-th respondent, x j is a dummy vector indicating the attribute levels of alternative j , and μ > 0 represents the
scale parameter of the logit model.
At the population level (upper level) the Bayesian normal model is given by the first-stage prior
n

N ( ¯, VB )

and the second-stage priors

¯~N (b0, S0) and

V ~IW ( ,

).

In the basic hierarchical normal model the multivariate normal distribution is typically used as first-stage prior where
represents the vector of means of the distribution of the individuals’ part-worths, and V is the covariance matrix that captures the
extent of heterogeneity (as well as the correlation between the part-worths) across individuals (Train, 2003; Rossi and Allenby, 2003;
Rossi et al., 2005).
To estimate the parameters and V of the first-stage prior, hyperprior distributions (second-stage priors) have to be specified. It is
common to assume that the prior on is represented by a normal distribution with mean b0 and variance S0 , and that the prior on the
covariance matrix V is inverse Wishart distributed with degrees of freedom and a covariance (scale) matrix (Train, 2003; Rossi
et al., 2005). The second-stage priors are usually set to be very diffuse (i.e. representing little information) to let and V be determined
primarily by the data (Rossi et al., 2005; Train, 2003). The normal prior on becomes more spread out and flat by raising the variance
S0 of the prior, and the inverse Wishart prior on V becomes more diffuse with lower and larger elements of the covariance matrix
(Rossi et al., 2005). n , and V are unknown and have to be estimated using the information from the underlying choice data. Thus, the
prior information is combined with the observed choice data to estimate the posterior distributions (Bayes theorem). To sample from the
complex joint posterior distribution of the unknown parameters n , and V conditioned on the observed data Markov Chain Monte
Carlo (MCMC) simulation methods like the Metropolis-Hastings (MH) algorithm and the Gibbs sampler are used. In particular, instead of
taking draws from the joint posterior for all parameters simultaneously a sequence of draws is generated by an iterative process. That
means draws are taken from the posterior for one parameter at a time conditional on values of the other parameters (Train, 2003).
The focus of our study is to analyze the effects of the choice of parameter settings of the inverse Wishart prior on the covariance
matrix V and therefore on the performance of HB-CBC models. As pointed out by Barnard et al. (2000) the choice is important,
because it determines the degree of shrinkage of the individual part-worths n toward the population mean .3 Increasing the prior
covariance matrix (i.e. the elements of the scale matrix ) results in more weight being placed on fitting each individual's choice data
and leads to less shrinkage of the individual part-worths. Contrary, decreasing the prior covariance matrix tends to place more weight
on the population level which leads to more shrinkage of the individual part-worths (Barnard et al., 2000; Orme and Williams, 2016).
However, Bayesian estimates of each individual part-worth vector are relatively insensitive to the prior covariance matrix as long
as there is enough information available per respondent and the prior degrees of freedom are relatively small (Sawtooth Software
Inc, 2009). Since the degrees of freedom parameter represents the strength of the prior beliefs for the prior covariance matrix, the
Wishart prior is the more diffuse the smaller the value of the degrees of freedom parameter is, i.e. the more weight is given to the
sample data. On the other hand, larger values for the degrees of freedom parameter lead to a stronger influence of the prior
covariance matrix and less influence of the underlying choice data on the posterior estimates (Hsu et al., 2012). Thus, the effect of the
two parameters of the inverse Wishart distribution is similar, but works in opposite directions.
3
Of course, both the hyperparameter settings and the data determine the degree of shrinkage. Thus, when respondents are very homogeneous in
their preference structures then the Bayes estimator will adapt to a posterior with small values of V and the part-worth estimates will be pooled
toward the population level even if the prior is set to be relatively diffuse (Rossi et al., 2005).
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3. Design of the simulation study
3.1. Data
The choice of our experimental factors and the data generation process closely follow previous simulation studies (Vriens et al.,
1996; Andrews et al., 2002a,b; Wirth, 2010). Six factors were experimentally manipulated for this study and each factor was varied at
several levels, as displayed in Table 2.
In total there are 2 x 34 x 4 = 648 experimental conditions, and with one replication per experimental condition (i.e. two simulations per treatment) we obtain a total of 1296 observations for statistical analysis. Factor 1 refers to the prior variance. We vary
the prior variance over a wide range of levels (0.1, 1, 10 and 100) in order to extensively explore its effect on the posterior Bayesian
estimates. Note that in the Sawtooth Software the researcher can set the prior variance in order to scale the prior covariance matrix.
Based on the recent findings of Orme and Williams (2016) that optimal prior variances for CBC data sets range between 0.1 and 1.6,
we use prior variance levels of 0.1 and 1 as factor levels. Increasing the prior variance beyond these settings places (much) more
weight on the information contained in the sample data and therefore increases the risk of overfitting. However, if there is a lot of
information available at the individual level with only few parameters to estimate, a higher prior variance may be reasonable. Also, it
is interesting to know how the HB model performs if the true preference heterogeneity across respondents is very small but the prior
variance is set extremely high (such as to 100). That's why we include prior variance levels of 10 and 100 as factor levels, too. With
regard to the prior degrees of freedom (factor 2) we used Sawtooth Software's default value of 5 as factor level as well as larger values
of 25 and 50 in order to enforce more weight for the prior variance settings. The prior degrees of freedom levels are set proportional
to the sample size of 100, 500 and 1000 respondents, as suggested by Orme and Williams (2016).4 Note that very large values for the
prior degrees of freedom combined with a small prior variance leads inevitably to the aggregate (Bayesian) logit model.
Factor 3 refers to the number of respondents (sample size). We varied that factor, because the necessary sample size may differ
depending on the information available at the individual level and on the number of parameters to be estimated. For example, if there
are a lot of choice tasks per respondent or only few parameters to estimate, a small sample size such as 100 may be sufficient to get
reliable individual part-worth estimates. Further, with sparse data sets increasing the number of respondents to compensate for the
sparse data condition may increase the certainty of the population mean in terms of smaller standard errors, but would probably not
increase the reliability of individual part-worth estimates.
In order to get simple and also complex data conditions we varied the number of attributes (factor 4). The number of attribute
levels is held constant at a value of 5. Thus, the total number of individual-level parameters to be estimated for each respondent is 24
for the simple model (6 attributes times 5 levels each) and 56 for the complex model (14 attributes times 5 levels each).5 The number
of alternatives per choice task is also chosen to be common to all treatments and held constant at 5 alternatives. The use of 5 levels
per attribute and 5 alternatives per choice task allows us to generate highly balanced and near orthogonal designs such that the
results of our simulation study are not affected by any design problems.
Further, we varied the number of choice tasks per respondent (factor 5). In particular, 9, 17 or 33 randomized choice tasks were
designed. For each respondent the last choice task served as a holdout task not used for the estimation of the part-worth utilities.
Thus, we held out one choice task leaving 8, 16, and 32 choice tasks (representing 100% and 300% increases in sample information)
for part-worth estimation, respectively. We here followed Louviere and Woodworth (1983), Hensher et al. (2001), Louviere et al.
(2008), and Ribeiro et al. (2017) who considered up to 32 choice tasks (only for paired comparisons the number of choice tasks was
set once to 64, see Louviere et al., 2008). Finally, factor 6 refers to the preference structure of the sample: respondents may be more or
less heterogeneous in their part-worth structures (see the data generation process below).
In the following, individual-level part-worths are randomly generated and respondents' choices are simulated by using the
software R. Based on the simulated respondents' choices the individual-level part-worths (as well as the population mean and the
covariance matrix) are then re-estimated using HB. The data generation process takes the following steps: First, according to Wirth
(2010), for each treatment the vector of population means ( ) was randomly drawn. 80% of the mean betas were randomly generated
from the range between −2 to 2. To get part-worths that are somewhat more extreme, we randomly generated another 10% of the
mean betas to fall in the ranges between −5 to −2 and 2 to 5, respectively. Such a distribution of mean betas is typical of that
observed in empirical applications, a finding that we can confirm based on an inspection of a random sample of 250 real-world HBCBC studies (with 6 to 12 attributes, 3 to 5 attribute levels, and 11 to 15 choice tasks). Second, the covariance matrix V is generated
to approximate a multivariate normal distribution. V is specified as a diagonal matrix and captures the amount of heterogeneity in
the part-worths across individuals.6 In particular, we set the covariance matrix equal to the identity matrix times a multiplier τ0 for
the variance with factor levels 0.1, 1, and 10, respectively. With higher values of τ0 the variance of the part-worths respectively the
amount of heterogeneity in the sample data increases (factor 6). Overall, for H attributes with I levels each, a H times (I-1)-

4
Note that in the Sawtooth Software the user can specify the additional prior degrees of freedom that do not include the number of parameters to
be estimated (Sawtooth Software Inc, 2009). That means if v is the parameter that denotes the prior degrees of freedom and p indicates the number
of parameters to be estimated, then the default number of prior degrees of freedom is v = p+5.
5
Note that for H attributes with I levels each, H times (I-1) part-worths need to be estimated independent whether a dummy- or effects-coding is
used.
6
Following previous conjoint simulation studies, we focus on main-effects models und do not include interactions between attributes.
Consequently, the off-diagonal elements of the covariance matrix are set to zero.
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dimensional vector of variances is generated. Given the generated “true” individual-level part-worths n , deterministic utilities of the
nth respondent for each alternative in each choice task are computed as Un = X n . Finally, a Gumbel-distributed error term is added to
Un in order to obtain the stochastic utilities.7 Finally, each respondent is assumed to choose from a respective choice set the alternative with the highest utility deterministically (i.e. with certainty), an assumption which is in line with random utility models like
the MNL. Based on the simulated respondents’ choices the individual-level part-worths (as well as the population mean betas and
the covariance matrix V ) are then re-estimated using HB whereby the prior settings are systematically varied. We use a total of
200,000 MCMC iterations, where we chose 190,000 iterations for the burn-in phase and 10,000 iterations after convergence. To
reduce the amount of correlation among the draws only every tenth draw is retained to compute the point estimates for the individual-level parameters. Alternatively, the individual HB draws can be directly used for assessing the model performance. Further,
in order to ensure that convergence of the Markov chain to the posterior distribution has been achieved, convergence was formally
tested by using the Gelman-Rubin Potential Scale Reduction Factor (Gelman and Rubin, 1992; Brooks and Gelman, 1998).
3.2. Measures of performance
To assess the performance of HB-CBC in the context of different prior settings, we use several measures for parameter recovery,
goodness-of-fit, and predictive accuracy. Further, we not only compare the performance of HB-CBC at the individual respondent level
(lower level model) across different treatments, but also consider measures to assess the model performance at the population level
(upper level model). Usually, estimated individual-level part-worths are treated as to provide some general information about the
population but ultimately all the information that can be generalized to the population is contained in the estimated population
statistics. In addition, individual-level part-worths may evidence less difference over priors than the population estimates. Next, we
describe the performance measures in detail.
Parameter recovery is measured by the mean Pearson correlation between true and re-estimated part-worths. To compute the mean
correlation across respondents, the individual correlations were at first rescaled using Fisher's z-transformation as Pearson correlations are not interval-scaled. Second, parameter recovery is measured by the root mean square error (RMSE) between the true partworths ( ) and the re-estimated part-worths ( ˆ ):

RMSE ( ) =

n

h

i

( ˆnhi

nhi )

2

,

NHI

(2)

where N refers to the number of respondents, and H and I denote the number of attributes and the number of attribute levels,
respectively. Furthermore, we determine 95% Bayesian credible intervals for estimated parameters based on the draws of the posterior distribution (Greenberg, 2008; Gelman et al., 2008). Accordingly, as our third measure of parameter recovery we then computed the percentage of true individual part-worths (referred to as %TrueBetas) lying within the respective credible intervals across
respondents.
To assess parameter recovery for the upper level model (i.e. for population means and variances) the RMSE between the true and
the re-estimated population mean part-worths as well as the RMSE between the true and the re-estimated log-variances of V is
calculated. For the latter RMSE measure we use log-variances instead of variances since the domain of variances is restricted to be
non-negative. Also, the difference of the logs is equivalent to the log of the ratio of the true and the estimated variances leading to a
relative comparison of true and estimated values. Note that we computed both RMSE measures for the upper level based on point
estimates and in addition based on HB draws in order to utilize the whole posterior distribution for evaluating parameter recovery,
too (similar to the %TrueBetas measure for the lower level model).
Goodness-of-fit is measured by the percent certainty, which is equivalent to the likelihood ratio index (McFadden, 1974; Hauser,
1978; Ben-Akiva and Lerman, 1985):
2

=1

ln L ( ˆ)
ln L (0)

2

[0,1],

(3)

where ln L ( ˆ) is the log-likelihood of the model estimated with the vector of re-estimated part-worths ˆ , and ln L (0) is the loglikelihood of the null model. The percent certainty measure acts like a pseudo-R2 with a value of zero indicating that the model fits
the data at only the chance level ( 2 = 0 when ln L ( ˆ) = ln L (0) ), and with a value of one indicating a perfect fit ( 2 = 1 when
ln L ( ˆ) = 0), otherwise 0 < 2 < 1 (cf. Hauser, 1978).
We further compute the marginal log-likelihood that penalizes models of higher complexity, i.e. with a larger number of parameters (Rossi et al., 2005; Frühwirth-Schnatter, 2006). The marginal likelihood is the probability of the data given a number of Kmax
alternative models M1, ..., MKmax not assuming any particular model parameters (as all parameters are integrated out):

p y MK =

p (y , MK p

MK d ,

(4)

where denotes the set of all unknown parameters, y refers to the observed data, p (y , Mk ) is the density of the data and p ( MK ) is
the prior density of the parameters (Newton and Raftery, 1994; Rossi et al., 2005; Frühwirth-Schnatter, 2006). Since the integral is
7

We used the standard error variance of the MNL model that corresponds to a scale factor of one.
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difficult to evaluate we use the harmonic mean estimator introduced by Newton and Raftery (1994) as approximation method.8
For the upper level model, goodness-of-fit is measured by the log-likelihood of the population level MNL model. In particular, we
use the point estimate of the population mean part-worths as well as the HB draws from the posterior distribution of the population
mean to compute the log-likelihood in each case. Both the marginal log-likelihood (lower level) and the log-likelihood (upper level)
are divided by the number of observations in the data (number of respondents times number of choice tasks). The correction by the
number of observations enables the comparison of these measures across different treatments (Andrews et al., 2002a).
Predictive Performance is measured at both the aggregate level and the individual respondent level. As measure of predictive
accuracy at the aggregate level we use the root mean square error (RMSE) between the real shares of choice (Wj ) and the estimated
shares of choice (Ŵj ) across alternatives of each holdout task:

RMSE (W ) =

j

ˆj
(W

Wj )
J

2

,

where J denotes the number of alternatives. To calculate the shares of choice we use the first choice rule as choice shares are then
invariant to the scaling of the underlying part-worths (as opposed to the use of a probabilistic choice rule). As measure of predictive
accuracy at the individual respondent level, we further compute the hit rate, i.e. the percentage of first choice hits in holdout tasks
(Vriens et al., 1996; Andrews et al., 2002b). Accordingly, a hit is counted if the alternative that was actually chosen by a respondent is
correctly predicted. Again, RMSE and hit rates as measures of predictive performance are not only computed based on point estimates
of the individual-level part-worths, but also based on HB draws.
4. Results
The impact of the six experimental factors on each of the ten dependent performance measures was investigated by analyses of
variance for both main effects and first-order interaction effects between factors. Importantly, there are no noticeable differences
between results depending on whether a performance measure was computed based on point estimates or HB draws except for hit
rates, which turn out lower by 6%–10% when HB draws are used. For this reason, we only report and discuss the results based on HB
draws for the corresponding performance measures in the following. The ANOVAs are based on 1296 observations with 1224 degrees
of freedom for error. F-tests for main and interaction effects and corresponding p-values as well as the explained variances from the
ANOVAs for each performance measure are summarized in Appendix A, Table A.1. The explained variance is high for all ten performance measures ranging between 78% for the RMSE ( ) and 99% for the mean Pearson correlation. About 92% of the main effects
are highly significant beyond 0.0001, and only 3 main effects are not significant (p > .10). Interestingly, the prior degrees of
freedom do not show a significant impact on the RMSE (p = .277) and the hit rate (p = .914) as our measures of predictive performance. As well, the number of respondents does not significantly affect the parameter recovery measured in terms of the percentage of true betas lying in the respective 95% credible intervals (%TrueBetas, p = .626). Further, about 67% of the first-order
interaction effects between factors turn out significant at p < .01 or at least at p < .05, while about 30% of the interaction effects
are not significant (see Appendix A, Table A.1). However, due to the large sample size (N = 1296) even very small differences may
turn out as significant, which does not mean that the differences are actually (managerially) relevant. Therefore, in order to assess if
significant effects as well imply managerially relevant changes in the model performance, we further computed the corresponding
effect sizes that are summarized in Table 3. As measure of effect size in ANOVA, we calculated Eta squared (η2). Following Cohen's
(1988) guidelines to interpret the effect size (η2 = 0.01 small effect, η2 = 0.06 medium effect, η2 = 0.14 large effect), we observe for
almost 81% of those interactions where the prior variance or the prior degrees of freedom are involved an effect size close to zero (not
displayed in Table 3).9 In addition, all interaction effects relating to the prior degrees of freedom show effect sizes close to zero or at
least not larger than 0.01, independent whether parameter recovery, goodness-of-fit, or predictive validity is considered. Also, there
is not one single interaction effect regarding the prior variance with an at least small effect size on predictive accuracy. Relevant
interaction effects where the prior variance is involved are observed for parameter recovery and goodness-of-fit. We include those
medium and large effect sizes together with the main effects in Table 3.10
In the following, we first discuss the relevant interaction effects as it depends on the type of interaction (ordinal, disordinal) if the
corresponding main effects are further interpretable. Subsequently, we proceed with the discussion of main effects. For parameter
recovery, the interaction effect between the prior variance and the sample heterogeneity shows medium to large effect sizes with
respect to the RMSE ( ) (η2 = 0.115) and the RMSE ( ¯ ) between the true and the re-estimated population mean part-worths
(η2 = 0.137) as well as (very) large effect sizes with regard to the %TrueBetas (η2 = 0.586) and the RMSE between the true and the
re-estimated log-variances of the covariance matrix (η2 = 0.186). For the RMSE ( ) and the RMSE ( ¯ ) the inspection of the corresponding interaction graphs reveals near ordinal interactions (see Appendix C.1, Figure C.1.1).11 In particular, we can observe that
8
We used the harmonic mean estimator because it is easy to compute and has been widely reported in practice (e.g., Lenk, 2009). Note however
that the harmonic mean estimator often is simulation pseudo-biased, i.e. it systematically overestimates the integrated likelihood. As a consequence,
because the amount of pseudo-bias tends to be larger for more complex models, the harmonic mean approximation tends to the selection of more
complex models (compare Lenk, 2009).
9
Similarly, more than 84% of all interaction effects show effect sizes near zero.
10
The full results on effect sizes for interaction effects can be obtained from the authors upon request.
11
By definition the two interactions are disordinal. However, the disordinality in the rank order of means (RMSE) for different levels of
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Table 3
Effect sizes of main and interaction effects measured by Eta squared (η2) (large effect sizes as well as medium to large effect sizes
are indicated in bold)a.
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the sample heterogeneity (i.e. whether the sample is more homogeneous or more heterogeneous) has only little effect on parameter
recovery in case of a small prior variance of 0.1, since both RMSE measures are quite stable with low values across the three
conditions (sample heterogeneity of 0.1, 1, and 10). However, as the prior variance increases parameter recovery gets much worse
when the sample structure is homogeneous rather than heterogeneous. Specifically, a sample heterogeneity of 0.1 combined with a
prior variance of 100 leads to the highest error in parameter recovery. First, a higher prior variance leads to more weight being placed
on fitting each individual's choice data and hence leads to a better model fit. However, increasing the prior variance has at the same
time the confounding effect of increasing the absolute magnitude and also the variance of part-worth estimates, as is illustrated in
Appendix B, Figure B.1.12 Second, the true part-worths do not differ much across respondents as the sample is very homogeneous. As
a consequence, the RMSE between the re-estimated part-worths and the true part-worths is huge for a prior variance of 100, and
generally gets consistently larger with higher prior variance levels. This finding holds for both the upper level model (RMSE ( ¯ )) and
the lower level model (RMSE ( )).
With regard to the RMSE (log-variances) and the %TrueBetas the inspection of the interaction graphs reveals disordinal interactions (see Fig. 1).13 Again, the tendency that a homogeneous sample combined with a high prior variance leads to worse RMSE
values can also be observed for the recovery of the log-variances in the upper level model (left-hand side of Fig. 1). However, there is
also an increase of the RMSE (log-variances) for a small prior variance of 0.1 combined with a large sample heterogeneity of 10. Here,
the small prior variance hinders the HB-CBC model to recover the true heterogeneity adequately. Further, we can conjecture from
Fig. 1 that RMSE (log-variance) values turn out very small when the prior variance setting equals the amount of sample heterogeneity. As increasing values for the degrees of freedom parameter lead to a stronger influence of the prior variance, we would expect
for a large prior degrees of freedom setting a still larger RMSE (log-variance) when the prior variance is different from the true
amount of sample heterogeneity as well as a still smaller RMSE (log-variance) when the prior variance setting coincides with the true
amount of sample heterogeneity. Fig. 1 (bottom left) illustrates the influence of the prior degrees of freedom as an additional factor.
As can be seen, there are only marginal differences in the RMSE (log-variances) conditional on the prior degrees of freedom when the
prior variance and the amount of sample heterogeneity differ. However, as expected, RMSE values get better with larger prior degrees
of freedom when the prior variance and the amount of sample heterogeneity coincide. Importantly, the crucial factor for a good
parameter recovery here (i.e., low RMSE values) is the prior variance setting rather than the prior degrees of freedom setting. The
interaction between the prior variance and the sample heterogeneity with regard to the %TrueBetas is illustrated on the right hand
side of Fig. 1. The patterns of means show that given a high prior variance of 10 or 100 the percentage of true betas lying in the
respective credible intervals can be strongly improved when the sample is more heterogeneous. However, a small prior variance of 1
and even more of 0.1 combined with a very heterogeneous sample results in a noticeable decrease of the %TrueBetas. A small prior
variance corresponds to a higher degree of shrinkage permitting less heterogeneity across individuals. Thus, the absolute magnitude
of true part-worths from a heterogeneous sample is larger compared to that of the re-estimated part-worths. Therefore, the
%TrueBetas decreases as the true part-worths often do not lie in the respective credible intervals of the re-estimated part-worths.
For model fit there are three ordinal interaction effects that show noticeable medium to large effect sizes (see Table 3, and
Appendix C.2 for the corresponding interaction plots).
Concerning the percent certainty as goodness-of-fit measure at the individual level Table 3 shows that there is an interaction effect
between the factors prior variance and sample heterogeneity. In contrast to the results for the RMSE ( ) and the RMSE ( ¯ ), we
observe that the sample heterogeneity has only little effect on the percent certainty in case of a large prior variance of 100. However,
as the prior variance decreases the percent certainty gets worse when the sample structure is heterogeneous rather than homogeneous. A decrease in the prior variance leads to more shrinkage of the individual part-worth estimates towards the population mean
of the upper level model. Hence, when individual preferences are very heterogeneous, but more weight is placed on the population
level instead of fitting each individual's choice data, model fit gets worse. Further, Table 3 shows that there is an interaction of large
effect size between the prior variance and the number of respondents with respect to the marginal log-likelihood. The patterns of
means show that in general a lower prior variance worsens the model fit as less weight is placed on fitting each individual's choice
data (see the discussion above). However, for smaller sample sizes, a lower prior variance has a disproportionately negative effect on
the marginal log-likelihood as compared to larger sample sizes. In particular, a prior variance of 0.1 combined with a sample size of
only 100 respondents leads to the lowest marginal log-likelihood. Thus, a larger number of respondents contributes to a better model
fit at the lower level. Stated otherwise, with larger sample sizes the probability of stabilizing tiny groups of respondents and capturing
the given amount of heterogeneity well is increasing as compared to smaller sample sizes.
With regard to the goodness-of-fit for the upper level model we observe significant effects between the factors prior variance and
number of attributes. In particular, patterns of means show that given a prior variance of 0.1 the number of attributes has hardly any
effect: the log-likelihood is quite stable under the two conditions (6 versus 14 attributes), as shown by a near-horizontal line.
However, a prior variance larger than 0.1 combined with a model that contains many attributes has a large negative effect on
goodness-of-fit at the upper level. Clearly, increasing the prior variance leads to less shrinkage of individual part-worths toward the
population mean but obviously this effect is much more distinct with a higher number of attributes. Therefore, model fit on the

(footnote continued)
heterogeneity is minimal so that the related main effects should be still well-interpretable, respectively (see Appendix C.1, Figure C.1.1).
12
We thank one anonymous referee for pointing us in this direction.
13
Thus, further interpretation of the corresponding main effects for the RMSE (log-variances) and the %TrueBetas is not reasonable here, respectively.
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Fig. 1. Interaction effects between the factors prior variance and sample heterogeneity w.r.t. RMSE (log-variances) (left-hand side) and %TrueBetas
(right-hand side).

population level decreases.14
Note that for the seven interaction effects discussed above we also obtain at least medium and often large effect sizes for the
related main effects, too. In particular, for main effects we observe very large effect sizes of

• the prior variance on parameter recovery when measured in terms of the RMSE between true and re-estimated part-worths
•
•

(0.437), the RMSE between the true and the re-estimated population mean part-worths (0.555), and the RMSE between the true
and the re-estimated log-variances of the upper-level covariance matrix (0.502), as well as on all goodness-of-fit measures, i.e. the
percent certainty (0.720), the marginal log-likelihood (0.200), and the log-likelihood of the upper-level model (0.598),
the number of respondents on the marginal log-likelihood (0.400) and on shares-of-choice predictions measured by the RMSE
(0.756), and
the sample heterogeneity on relative parameter recovery measured as correlation between the true and re-estimated part-worths
(0.721), on the RMSE between the true and the re-estimated log-variances of the upper-level covariance matrix (0.252), and on
the hit rate (0.646).

14
Also noteworthy is an ordinal interaction effect between the number of choice tasks and the sample heterogeneity with regard to parameter
recovery that shows a medium to large effect size (η2 = 0.088). As expected, when the sample is very homogeneous the number of choice tasks has
hardly any effect on parameter recovery. However, when the sample is more heterogeneous a small number of choice tasks has a strong negative
effect on parameter recovery.

61

Journal of Choice Modelling 31 (2019) 51–72

M. Hein, et al.

We further find a still medium to large effect size for the number of choice tasks with regard to the hit rate (0.117) and for the
prior variance on the %TrueBetas (0.090). In addition, there are medium effect sizes of the number of choice tasks on mean Pearson
correlations (0.068), the number of attributes on the upper-level log-likelihood (0.067) as well as of the sample heterogeneity on the
RMSE ( ) (0.069), the %TrueBetas (0.071) and the percent certainty (0.081). Altogether, the prior variance, the number of respondents, and the sample heterogeneity seem to be primary drivers for model performance. On the other hand, the number of
attributes, the number of choice tasks and importantly the prior degrees of freedom seem to play only secondary if not negligible roles
as there is not one larger effect size across all ten performance measures for these three factors. Note that although the prior degrees
of freedom showed a significant impact on parameter recovery and model fit (compare Appendix A, Table A.1), all corresponding
effect sizes are close to zero. Since the effect sizes of both the prior degrees of freedom and the prior variance on both shares-of-choice
predictions and the hit rate are close to zero, the predictive performance of HB-CBC models does not really seem to be affected by the
prior settings for the covariance matrix.
Table 4 displays the means of the ten performance measures depending on the experimental condition (i.e., for each factor
level).15 For experimental factors with more than two levels post hoc tests were conducted to examine which of the factor level means
significantly differ from each other. For the post hoc tests we used the Bonferroni correction in order to control the familywise error
by correcting the level of significance for each t-test such that the cumulative Type I error rate (α) across all comparisons remains at
0.05. In the following, we first briefly discuss how strong parameter recovery, model fit and predictive performance are affected if the
levels of factors with at least medium effect sizes are varied. Of course, effect sizes close to zero or very small effect sizes coincide with
either nonsignificant, or only marginal or very small differences in the effects of each two factor levels on the respective performance
measure. Subsequently, we analyze and discuss the influence of the HB prior settings − in particular of the prior variance − on the
performance of HB-CBC models in more detail. The prior variance is of primary interest as the prior degrees of freedom did not show
any noticeable effect sizes, as already outlined above.
For factors that show at least medium effect sizes all pairwise differences between group means (factor levels) turn out significant.
Interestingly, while the relative parameter recovery is clearly worse for heterogeneous samples (mean correlations decrease from
97% for homogeneous samples to only 72% for a sample heterogeneity of 10), absolute parameter recovery (RMSE) gets better with
more heterogeneity. Obviously, the recovery of the true individual part-worths is easier if respondents more clearly differ in their
preferences. Note that mean correlations between true and re-estimated part-worths contain no information how different they are
from each other in their magnitudes. Therefore, although the two effects go in opposite directions the findings are not conflicting.16
As expected, relative parameter recovery improves with higher numbers of choice tasks (the mean correlation increases from 82% to
90% when using 32 instead of only 8 choice sets) as more information is ceteris paribus available for estimating parameters. Concerning model fit, a stepwise decrease in the sample heterogeneity of levels from 10 to 0.1 consistently leads to a better percent
certainty (from 82% for heterogeneous to 91% for very homogeneous samples). This tendency was also expected because the more
homogeneous the sample the better the fit of the model to the data. Further, the marginal log-likelihood gets better when the number
of respondents is increased. This is plausible since more respondents stabilize the estimation of the lower level model, as already
mentioned above. Goodness-of-fit for the upper level model gets worse with an increase in the number of attributes from 6 to 14. As
already mentioned above, a larger number of attributes contributes to a better fit of the individual choice data on the lower level, thus
worsening as a consequence model fit at the upper level.
Moreover, shares of choice predictions get worse with lower numbers of respondents while hit rates are only less affected.
Differences between true and predicted shares of choice are particular high when the number of respondents is as low as only 100
(with a corresponding RMSE of 3.692), indicating that shares of choice predictions become very sensitive for small sample sizes. Hit
rates on the other hand get worse for decreasing numbers of choice tasks (from 66% to 56% when decreasing the number of choice
tasks from 32 to 8) and get lower when samples are more heterogeneous (from 73% for homogeneous down to only 49% for very
heterogeneous samples). Predictive performance is therefore influenced by the number of respondents, the number of choice tasks
and the sample heterogeneity, but obviously not by the prior settings for the covariance matrix on the upper level of the HB model.
Taking a closer look at the factor level means for the prior variance and the prior the degrees of freedom, we observe that relative
parameter recovery is virtually unaffected by both prior settings with a nearly constant mean correlation between true and reestimated part-worths around 86%.17 However, absolute parameter recovery strongly suffers with higher prior variance levels. In
particular, the RMSE (β) between the true and re-estimated part-worths considerably worsens from 1.68 to 25.80 as the prior
variance is increased from 0.1 up to 100. Similarly, parameter recovery of the population mean (upper level) measured by the RMSE
( ¯ ) significantly gets worse from 0.86 to 17.55 for an increasing prior variance. Further, model fit measured at the individual level by
the percent certainty and the marginal log-likelihood markedly increases if the prior variance is increased from 0.1 up to 100. These
results were expected because according to HB theory a higher prior variance leads to less shrinkage of the individual part-worths,
hence more weight is placed on fitting each individual's choice data. As a consequence, model fit at the population level measured by

15
In the following, the main effects of the prior variance and the sample heterogeneity on parameter recovery measured by the %TrueBetas and
the RMSE (log-variances) are not interpreted as the corresponding interaction effects turned out disordinal (see the previous discussion of interaction effects).
16
Note that the %TrueBetas measure is highest for a moderate level of sample heterogeneity.
17
Note that nearly all performance measures are virtually unaffected by the prior degrees of freedom except the RMSE (β) and the upper level loglikelihood which get worse a little bit for decreasing prior degrees of freedom. However, as mentioned previously, the corresponding effect sizes are
negligibly small.
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the log-likelihood decreases for an increasing prior variance. As more weight is placed on fitting each individual's choice data (lower
level) the fit of the upper level model to the data gets worse. As already discussed above, the predictive performance of HB-CBC
models is virtually not affected by the prior variance: increasing the prior variance from 0.1 up to 100 leads to an only marginal
decrease of the hit rate by 2% (as well as to negligible changes in the goodness of shares of choice predictions). Decreasing the prior
degrees of freedom from 50 to 5 leads to even nonsignificant changes of both shares of choice predictions and hit rates.
The finding that the RMSE between the true and re-estimated respondent part-worths (lower level) as well as the population mean
RMSE (upper level) considerably worsen for an increasing prior variance suggests that the HB-CBC model tends to overfit the data,
and was already discussed above. Accordingly, a higher prior variance leads to more weight being placed on fitting each individual's
choice data, but the better the model fit the larger the absolute magnitude and also the variance of the re-estimated part-worths.18 As
a consequence, the gap between true and re-estimated part-worths gets larger with increasing levels of the prior variance, hence the
RMSE measures increase. In contrast, relative parameter recovery is not affected by the prior variance settings as Pearson correlations
are invariant to the magnitude of the re-estimated part-worths.
Moreover, the percent certainty of 98% and the marginal log-likelihood of nearly zero for a prior variance of 100 confirm the
tendency of model overfitting to each individual's data. Noticeably, despite that overfitting for a high prior variance the predictive
accuracy of HB-CBC does not suffer. Rather, hit rates remain nearly constant around 60% and shares of choice predictions stay robust
across the different prior variance settings. This finding is rather surprising and was not expected. Thus, the results provide evidence
that the predictive performance of the HB-CBC model does not really seem to be affected by the prior variance settings.
Given a conjoint design (number of attributes and attribute levels, number of choice tasks, number of respondents) and the
population, one has to decide how to set the prior variance and the prior degrees of freedom. Thus, for academics and practitioners
alike, it is useful to know the best combinations for the two prior settings depending on whether parameter recovery, fit, or predictive
accuracy is of primary interest. Since we found that all main and interaction effects relating to the prior degrees of freedom (and in
particular the interaction effects between the prior degrees of freedom and the prior variance) show effect sizes close to zero or at
least not larger than 0.01, only the setting for the prior variance seems to play a role.19 Table 5 summarizes our results with regard to
main and interaction effects for the prior variance and shows the best settings for the prior variance conditional on the amount of
sample heterogeneity (compare Table 4, Fig. 1, and the interaction plots in Appendix C). For nearly all measures of parameter
recovery a small prior variance of 0.1 seems to be the best setting provided that the sample heterogeneity is small or only moderate.
When the sample heterogeneity is large, the prior variance should be increased to a value of 1.20 Further, as already discussed above,
model fit at the individual respondent level (percent certainty, marginal log-likelihood) can be increased with an increasing prior
variance whereas model fit at the population level (log-likelihood) is best for a small prior variance of 0.1. Finally, as we observe only
marginal or small differences in predictive performance (RMSE, hit rate) for different prior variance settings independent of the
amount of sample heterogeneity,21 the predictive performance of an HB-CBC model does not seem to be noticeably affected by the
prior variance (we indicated this by putting the “best” values in parentheses). Thus, the prior variance can be held quite small like for
parameter recovery.
Importantly, the implications from Table 5 also hold in the case of sparse CBC data, represented in our simulation study by
treatments with 14 attributes but only 8 choice tasks per respondent and only 100 respondents (compare Table 2). Table 6 displays
the means of the ten performance measures across those 18 treatments conditional on the prior variance setting. As expected,
compared to Table 4, the measures of performance turn out generally worse when data sets are sparse. However, the results provide
evidence that even in the case of sparse CBC data sets again a small prior variance of 0.1 seems to be the best choice for nearly all
parameter recovery and predictive performance measures. Also, the best prior variance settings concerning the goodness-of-fit
measures do not change for sparse CBC data sets.
5. Summary, discussion, and conclusions
The majority of previous studies in the field of HB prior settings discussed how priors should be set in the context of sparse CBC
data sets. Only one study based on a meta-analysis of real-world choice data was conducted to find optimal HB prior settings for
different CBC data sets. To the best of our knowledge there exists no study on the basis of simulated CBC data that has systematically
explored the effect of the prior variance and prior degrees of freedom (as well as the interaction effect of these two priors) on the
performance of HB. Since practitioners often use the default settings in standard software, this paper wants to shed more light on the
question how changing the prior settings up or down from the default affects the performance of HB-CBC estimation. To find an
answer to this question, we conducted a simulation study. We experimentally manipulated six factors (the prior variance, the prior
degrees of freedom, number of respondents, number of attributes, number of choice tasks as well as the sample heterogeneity) and
18
That the absolute magnitude and also the variance of the re-estimated part-worths increases with an increasing prior variance is illustrated in
Appendix B.
19
Cross tabulations for all 12 possible combinations of the prior variance (0.1, 1, 10, 100) and the prior degrees of freedom (5, 25, 50) for each of
our ten performance measures conditional on sample heterogeneity (0.1, 10, or 10) confirm that the prior degrees of freedom setting does not have a
noticeable impact on model performance. Details can be obtained from the authors upon request.
20
An exception is the %TrueBetas measure, compare the interaction plot on the right hand side of Fig. 1.
21
This finding was expected since all main and interaction effects regarding the prior variance on our predictive performance measures turned out
near zero.
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Table 5
Best prior variance settings conditional on sample heterogeneity.

Table 6
Means of the ten performance measures for sparse data sets conditional on the prior variance setting.
Measures of performance

Prior variance
0.1

1

10

100

Recovery

Mean correlation
RMSE(betas)
%TrueBetas
RMSE(population mean)
RMSE(log-variances)

0.797
2.259
79.265
1.431
1.871

0.786
4.697
90.097
3.867
2.395

0.780
9.866
94.846
8.799
4.211

0.759
48.373
95.725
12.274
7.075

Goodness-of-Fit

Percent certainty
Marginal log-likelihooda
Log-likelihood

0.746
−4.844
−1.174

0.912
−1.496
−2.429

0.969
−0.503
−5.970

0.989
−0.171
−19.603

Predictive Accuracy

RMSE
Hit rate

4.106
55.466

3.809
54.072

4.338
50.985

4.133
49.760

a: Means are multiplied by 1,000 for ease of presentation.

assessed the performance of HB-CBC. In contrast to previous studies we not only focused on the predictive performance, but additionally used statistical criteria for parameter recovery and goodness-of-fit. Analyses of variance were conducted to assess the
impact of the experimental factors on the measures of performance. The results of the ANOVAs indicate not even one relevant
interaction effect between the prior variance and the prior degrees of freedom as all corresponding effect sizes are close to zero. In
addition, only very slight interaction effects were observed between the prior degrees of freedom and the remaining experimental
factors, with corresponding effect sizes for the interactions being approximately zero. However, relevant interaction effects related to
the prior variance with medium to large effect sizes on parameter recovery and goodness-of-fit measures could be found.
The findings of our simulation study are in contrast to the results of the previously proposed empirical studies regarding the
parameter settings of the inverse Wishart prior. In general, the empirical studies have indicated that there seem to be relevant
interaction effects between the prior variance and the prior degrees of freedom. As well, the empirical study conducted by Orme and
Williams (2016) showed that few attributes might lead to a larger optimal prior variance. Further, these authors concluded from their
meta-analysis of data sets that the degrees of freedom seem to depend on the sample size. Thus, the findings from previous empirical
studies differ considerably from our simulation study which makes future research on this topic indispensable.
With regard to the main effects it is important to note that the prior degrees of freedom do not even show a significant (not to
mention a relevant) impact on the shares of choice predictions and the hit rate as measures of predictive performance. Moreover,
noticeable effect sizes were observed for only some of the experimental factors. Results show that the number of respondents, the
sample heterogeneity and the prior variance turned out to be the primary drivers for model performance. Thus, one of the main
findings is that the prior degrees of freedom do not have a noticeable impact on the performance of HB. This implies that the default
setting of 5 degrees of freedom seems to be appropriate, but also changing the prior degrees of freedom to 15 or 50 does not make a
difference, even for a wide range of prior variance levels between 0.1 and 100. With regard to the prior variance findings indicate that
the prior variance has a significant and noticeable (i.e. concerning the effect size) impact on parameter recovery (except for mean
Pearson correlations) as well as on all goodness-of-fit measures. A high prior variance of 10 or even 100 leads to a considerably worse
parameter recovery (in absolute terms as indicated by high RMSE values) as well as to an extraordinary high model fit as measured by
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a percent certainty near one and a marginal log-likelihood near zero. Thus, obviously strong overfitting occurs when the prior
variance is set to very high values. On the contrary, Pearson correlations remain highly robust around 86% even when the prior
variance is set to 100 because of being invariant to the magnitude of the underlying part-worths. However, although overfitting
occurs for an increasing prior variance, as also indicated by the scaling of the re-estimated part-worths, the predictive performance of
HB does not seem to be affected. In particular, although the prior variance shows a significant impact on shares of choice predictions
(measured by RMSE) and the hit rate, both measures remain fairly stable around 2 respectively 61% across the prior variance
settings, with corresponding effect sizes close to zero. In fact, a major finding of the study is that the predictive performance of HBCBC with respect to both individual-level predictions (hit rates) and shares of choice predictions (RMSE) is not noticeably affected by
prior variance settings up to 100. Thus, evidence exists that the predictive performance of HB does not seem to be really affected by
the prior variance settings.
Finally, we want to note a few limitations of our study that could be addressed in future research. First, as an additional indicator
of overfitting an aggregate MNL model using maximum likelihood estimation can be applied for the estimation of part-worths across
respondents. There would be strong evidence that HB overfits the data when HB performed worse in predicting choice behavior
compared to the aggregate logit model. Second, we used the standard error variance of the MNL model that corresponds to a scale
factor of one in our study. However, percent certainty (marginal log-likelihood) values turned out fairly high (low) which might be
due to the synthetic nature of the study and probably suggests that the variance of the error term is too small as compared to realworld data. Therefore, additional behavioral effects such as respondent fatigue or simplification strategies of respondents that more
directly can mimic real-world choice behavior could be considered for a simulation study. In contrast to the global stochastic error
term that operates more or less evenly across alternatives and choice sets, those behavioral effects primarily occur in later choice
tasks. Third, we held the number of attribute levels and the number of alternatives per choice task constant to keep the experimental
design and the resulting computational complexity of the simulation study manageable. Fourth, as the results of our simulation study
differ considerably from those reported in previously proposed empirical studies, further research is needed to explore the causes for
those discrepancies between simulated and empirical data. Of course, different real-world studies can provide different results due to
unknown differences in data and settings. Nevertheless it would be interesting to shed more light on related effects − in particular
behavioral effects like simplification strategies of respondents − on the performance of HB-CBC models. This could be addressed via
simulation studies by additionally incorporating, e.g., different types of simplification strategies and different percentages of respondents using a simplification strategy. Lastly, following previous conjoint simulation studies that exclusively focused on main
effects models, we also did not include interactions between attributes and hence set the off-diagonal elements of the covariance
matrix to zero. An interesting issue for future research may be to assess the performance of HB-CBC in the context of different prior
settings when allowing non-zero constants for the off-diagonal elements and therefore for the consideration of interactions between
attributes (like price and brand).
Statement of contribution
In this paper, we consider the question how HB covariance matrix prior settings affect the performance of HB estimations applied
to Choice-Based Conjoint (CBC) models. We analyze the effects of both the prior degrees of freedom and the prior variance settings on
posterior Bayesian estimates as well as the interaction effect of these two prior settings based on simulated CBC data. We show that
the prior degrees of freedom play a negligible role as there is not any noticeable impact on the performance of HB when varying that
factor. Further, we demonstrate that an increase in the prior variance leads to overfitting and considerably worsens parameter
recovery both at the upper and lower level of the HB model. In particular, a number of relevant interaction effects related to the prior
variance are obtained (especially between the prior variance and sample heterogeneity). However, predictive accuracy is surprisingly
robust for high prior variance levels even under sparse data conditions.
Since marketing practitioners often use default settings in standard software, the audience should learn if and how deviating from
the default prior settings affects the performance of HB-CBC estimation. Up to now, there is no study that has explored the effects of
both the prior degrees of freedom and the prior variance settings (as well as related interaction effects concerning the two settings) on
the posterior Bayesian estimates on the basis of simulated CBC data. The findings from our simulation study sharply contrast the
findings reported previously in empirical studies.
The intended audience for the manuscript are marketing academics who are concerned with discrete choice modelling, as well as
marketing practitioners who conduct conjoint choice analyses.
Appendix A. F-tests of main and interaction effects
This appendix contains the F-tests of main and interaction effects with regard to the ten performance measures. See Table A.1.

66

67

18.522
(< .0001)

65.067
(< .0001)

0.272 (.950)

2.910 (.008)

8.044 (< .0001)

1.044 (.395)

0.269 (.898)
4.224 (.015)

10.784
(< .0001)

1359.215
(< .0001)

105.976
(< .0001)

38.618
(< .0001)

3.389 (.003)

16.494
(< .0001)

434.444
(< .0001)
215.998
(< .0001)
497.082
(< .0001)

415.442
(< .0001)
11.597
(< .0001)
0.469 (.626)

8.541
(< .0001)

11.907 (< .0001) 107.931
(< .0001)

8.946
(< .0001)

0.934 (.469)

115.472
819.106
(< .0001)
(< .0001)
23.582 (< .0001) 18.092
(< .0001)
269.304
28.168
(< .0001)
(< .0001)
3439.107
179.081
(< .0001)
(< .0001)
3736.679
2.665 (.070)
(< .0001)
39656.013
194.458
(< .0001)
(< .0001)

0.855 (.425)

0.193 (.942)

331.094 (< .0001)

1.854 (.086)

44.029 (< .0001)

48.486 (< .0001)

1.251 (.277)

1051.716 (< .0001)

16.873 (< .0001)

329.475 (< .0001)

19.086 (< .0001)

8.898 (< .0001)

2710.206 (< .0001)

262.364
(< .0001)

38.453
(< .0001)

33.834 (< .0001) 0.760 (.468)

20.945 (< .0001) 7.120 (< .0001)

1993.616
(< .0001)

2.925 (.008)

25.320 (< .0001) 96.393
(< .0001)

22.101 (< .0001) 6.234 (< .0001)

16.688 (< .0001) 28.653
(< .0001)

0.424 (.654)

12.464
(< .0001)

34.974
(< .0001)

12.783
(< .0001)

14.810
(< .0001)

423.551
(< .0001)

8.368 (< .0001)

985.831
(< .0001)
20.686
(< .0001)
2141.440
(< .0001)
629.214
(< .0001)
72.592
(< .0001)
52.520
(< .0001)

Percent certainty Marginal
log-likelihood

10747.323
6554.921
(< .0001)
(< .0001)
46.314 (< .0001) 88.048
(< .0001)
235.866
8.625 (< .0001)
(< .0001)
821.468
1174.147
(< .0001)
(< .0001)
159.590
15.988
(< .0001)
(< .0001)
8075.470
1104.582
(< .0001)
(< .0001)

RMSE (log-variances)

RMSE (population
mean)

Mean correlation

%True
Betas

Individual level

Population level

Individual level

RMSE (betas)

Goodness-of-Fit

Recovery

Prior degrees of freedom x 12.699 (< .0001)
Number of respondents (4)
Prior degrees of freedom x 10.273 (< .0001)
Number of attributes
(2)

Prior variance x
Prior degrees of freedom (6)
Prior variance x
Number of respondents (6)
Prior variance x
Number of attributes
(3)
Prior variance x
Number of choice tasks (6)
Prior variance x
Sample heterogeneity
(6)

Number of choice tasks
(2)
Sample heterogeneity (2)

Prior degrees of freedom
(2)
Number of respondents
(2)
Number of attributes (1)

Prior variance (3)

Source (d.f.)

F-Tests of main and interaction effects on performance measures (N = 1296; p-values in parentheses; d.f. = degrees of freedom)

Table A.1

16.692
(< .0001)

10.693
(< .0001)

56.125
(< .0001)

2.982 (.007)

318.772
(< .0001)

37.069
(< .0001)

12.334
(< .0001)

2303.214
(< .0001)
34.816
(< .0001)
65.987
(< .0001)
773.983
(< .0001)
11.580
(< .0001)
288.449
(< .0001)

Log-likelihood

Population level

0.162 (.850)

0.954 (.432)

27.954
(< .0001)

6.163 (< .0001)

1.732 (.159)

1.739 (.109)

0.649 (.691)

12.627
(< .0001)
1145.431
(< .0001)
1352.680
(< .0001)
7440.705
(< .0001)

31.897
(< .0001)
0.089 (.914)

Hit rate

(continued on next page)

1.947 (.143)

.649 (.628)

1.459 (.189)

2.237 (.037)

0.270 (.847)

1.177 (.316)

1.009 (.418)

3151.871
(< .0001)
26.467
(< .0001)
37.079
(< .0001)
219.086
(< .0001)

1.286 (.277)

2.851 (.036)

RMSE

Individual level

Predictive Accuracy

M. Hein, et al.

Journal of Choice Modelling 31 (2019) 51–72

0.912 (.907)

0.782 (.770)

68

0.989 (0.988)

R2 (Corrected R2)

0.782 (0.770)

0.243 (.914)

57.095
(< .0001)

3750.123
(< .0001)

2434.471
(< .0001)

0.171 (.843)

5.388 (.005)

Number of choice tasks x
Sample heterogeneity
(4)

Number of attributes x
Number of choice tasks (2)
Number of attributes x
Sample heterogeneity
(2)

10.847
(< .0001)

30.922 (< .0001)

16.498
(< .0001)

0.057 (.994)

6.813 (.001)

Number of respondents x
Number of attributes
(2)
Number of respondents x
Number of choice tasks (4)
Number of respondents x
Sample heterogeneity
(4)

9.541 (< .0001)

Mean correlation

Source (d.f.)

0.912 (0.907)

11.902
(< .0001)

126.499
(< .0001)

28.911
(< .0001)

1.764 (.134)

9.159 (< .0001)

20.862
(< .0001)

0.916 (0.912)

1.312 (.263)

59.736 (< .0001)

4.384 (.013)

24.306 (< .0001)

0.718 (.579)

46.886 (< .0001)

RMSE (population
mean)

0.981 (0.980)

1.587 (.175)

47.957 (< .0001)

19.930 (< .0001)

17.107 (< .0001)

5.889 (< .0001)

3.668 (.026)

RMSE (log-variances)

0.955 (0.953)

58.944
(< .0001)

76.693
(< .0001)

2.580 (.076)

7.361
(< .0001)

0.398 (.810)

6.890 (.001)

Percent certainty

Individual level

Population level

0.955 (.953)

Individual level

0.981 (.980)
Goodness-of-Fit

0.916 (.912)

31.337 (< .0001) 7.714 (< .0001)

0.745 (.561)

7.430 (< .0001)

9.854 (< .0001)

1.707 (.146)

Recovery

%True
Betas

17.381
(< .0001)

3.691 (.005)

RMSE (betas)

0.299 (.878)

1.979 (.095)

Prior degrees of freedom x 3.313 (.010)
Number of choice
tasks (4)
Prior degrees of freedom x 5.044 (< .0001)
Sample heterogeneity
(4)
R2 (Corrected R2)
0.989 (.988)

0.908 (0.902)

16.295
(< .0001)

31.397
(< .0001)

31.167
(< .0001)

34.868
(< .0001)

23.220
(< .0001)

239.032
(< .0001)

Marginal
log-likelihood

0.908 (.902)

0.743 (.563)

1.891 (.110)

Percent certainty Marginal
log-likelihood

RMSE (population
mean)

RMSE (betas)

Mean correlation

RMSE (log-variances)

Individual level

Population level

Individual level
%True
Betas

Goodness-of-Fit

Recovery

Source (d.f.)

Table A.1 (continued)

0.894 (0.888)

1.500 (.200)

4.488 (.011)

0.488 (.614)

12.445
(< .0001)

0.075 (.990)

41.359
(< .0001)

Log-likelihood

Population
level

0.894 (.888)

0.716 (.581)

2.714 (.029)

Log-likelihood

Population level

0.947 (.944)

1.837 (.119)

0.560 (.692)

Hit rate

0.853 (0.845)

6.286
(< .0001)

16.854
(< .0001)

0.049 (.952)

30.085
(< .0001)

5.729
(< .0001)

1.912 (.148)

RMSE

Individual level

0.947 (0.944)

275.120
(< .0001)

803.586
(< .0001)

4.926 (.007)

0.877 (.477)

2.258 (.061)

0.247 (.781)

Hit rate

Predictive Accuracy

0.853 (.845)

0.410 (.802)

1.570 (.180)

RMSE

Individual level

Predictive Accuracy

M. Hein, et al.

Journal of Choice Modelling 31 (2019) 51–72

Journal of Choice Modelling 31 (2019) 51–72

M. Hein, et al.

Appendix B. Scatter plots comparing the magnitude of the re-estimated part-worths for different prior variance levels
The panels in Fig. B.1 show the true part-worths on the x-axis and the related re-estimated part-worths on the y-axis that result
from different settings of the prior variance, i.e. 4 (upper left), 10 (upper right), 20 (lower left), and 50 (lower right). As can be seen
exemplary for two attribute levels (represented by the two clusters) and across 100 respondents (200 data points per plot) the
magnitude and also the variance of the re-estimated part-worths increases with an increasing prior variance.

Fig. B.1. Comparison of true part-worths versus re-estimated part-worths for different prior variance settings.
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Appendix C. Interaction plots
This appendix contains the plots for the interaction effects that show noticeable medium to large effect sizes. We first present the
interaction plots with regard to the parameter recovery measures (RMSE ( ) and RMSE ( ¯ )) in Figure C.1.1. Subsequently, interaction
plots concerning goodness-of-fit measures (marginal log-likelihood, percent certainty, log-likelihood) are illustrated in Figure C.2.1.
C.1. Interaction plots with regard to the parameter recovery

Figure C.1.1. Interaction effects between the factors prior variance and sample heterogeneity w.r.t. the RMSE ( ) and RMSE ( ¯ ).
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C.2. Interaction plots with regard to the goodness-of-fit

Figure C.2.1. Interaction effects between the factors prior variance and sample heterogeneity w.r.t. the percent certainty, between the factors prior
variance and number of respondents w.r.t. the marginal log-likelihood, and between the factors prior variance and number of attributes w.r.t. the loglikelihood of the upper-level model.
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